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1 Background information 

The Syntactic Atlas of the Dutch Dialects (SAND) corpus is one of the 
outputs of a large-scale dialect syntax project conducted between 2000 
and 2003 in The Netherlands and the Dutch-speaking parts of Belgium 
and France.! The goal of the project was twofold: 

1. To create an electronic atlas serving as a tool for linguistic research. 
This freely accessible web-based dynamic atlas (DynaSand; http:// 
www.meertens.nl/sand/)consists of a data corpus, a user-friendly 
search engine and cartographic software for the online generation 
of maps. It contains data from 267 dialects collected in oral and 
telephone interviews and in a postal survey. 

2. To produce a more traditional printed atlas that visualizes syntactic 
variation in the dialects of Dutch. Every map in the atlas is provided 
with: (a) a linguistic description of specific syntactic variables, (b) a dis-
cussion of the attested geographical distribution (including a dia-
chronic perspective when that is applicable), and (c) a bibliography. 
Volume I (Barbiers et al. appeared in June 2005. Volume II is expected 
to appear in 2007). 

1.1 Corpus size and type of data 
In all three types of interview - oral, telephone and postal- test sentences 
were offered to the informants (see Barbiers and Vanden Wyngaerd, 
2001a and 200lb, for the written and oral questionnaires). In general, the 
subjects were asked to translate them and/or to establish whether the sen-
tence occurred in their dialects (see section 2 on 'Methodology'). 

The postal survey was a pilot study taking stock of the extent to 
which dialects varied at the syntactic level and to get a first impression 
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of the geographic distribution of key syntactic variables. The complete 
data set obtained from the postal survey comprises about 156,000 
question-answer pairs (424 test sentences x 368 informants). The data 
resulting from the fieldwork form the core of the database, as we think 
that the methodology applied in these oral interviews yields the most 
reliable data (see section 2.3). The transcriptions of the fieldwork inter-
views include about 45,000 question-answer pairs (1,200,000 words) in 
267 different dialects. These transcriptions have been partially enriched 
with part-of-speech (POS) tagging (see section 5). In the future we hope 
to provide a fully tagged corpus. The spoken data from these interviews 
(425 hours of speech in total) have been added to the database and 
lined up with the tranSCriptions to make them searchable. 

In addition to the elicited data, the spoken part of the corpus will 
contain spontaneous ten-minute dialogues in the 267 dialects. Each ten-
minute dialogue precedes the actual interview. One of the goals of these 
dialogues was to create a natural, realistic and relaxed dialect atmosphere 
to make sure that, during the interviews, the informants would speak 
their dialects in the way they normally do. The spontaneous dialogues 
are particularly useful for phonological and phonetic research. They are 
also important because the dialects involved in this project are expected 
to change rapidly or even disappear in the near future. Obviously, we 
would have preferred to record much longer dialogues, but the interviews 
themselves were too time-consuming to allow that. 

The telephone interviews were conducted to ask some of the original 
questions from the fieldwork interviews again in cases where they had 
not produced a useful answer. In addition, a number of new questions 
were asked, for example to make certain paradigms complete.2 The data 
from the telephone interviews roughly include 26,000 question-answer 
pairs (105 test sentences x 252 different locations). 

Because of the striking amount of syntactic variation that is still 
present in Dutch dialects, the questions in the various interviews were 
restricted to four empirical domains: (a) the left periphery of the clause, 
(b) the right periphery of the clause, (c) negation and quantification, 
and finally (d) pronominal reference. Particularly well-represented are 
data on complementizer agreement (example 1; see Van Koppen, 2005); 
complementizer doubling (example 2); subject pronoun doubling 
(example 3; see de Vogelaer, 2005); relative and Wh-clauses (example 4; 
see Van Craenenbroeck, 2004); word order in verbal clusters (example 5, 
see Barbiers, 2005); verbal morphosyntax (such as the In(initivus pro 
Participio (IPP) effect (example 6), the Imperativus pro In(initivo (IPI) effect 
(example 7), the Participium pro In(initivo (PPI) effect (example 8), DO-

support (example 9), negative concord (example 10; see Neuckermans, 
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forthcoming; Zeijlstra, 2004), the negative particle (example 11) and the 
form and distribution of (long and short distance) reflexives and pro-
nouns (example 12; see Barbiers and BenniS, 2003). 

(1) Complementizer agreement 
a. [ ... ] da Lisa zo schoon is of Anna (West Flemish) 

that Lisa as beautiful is as Anna 
'that Lisa is as beautiful as Anna.' 

b. [ ... ] da-n Bart en Peter sterker zijn (West Flemish) 
that.PLUR Bart and Peter stronger are 
'that Bart and Peter are stronger.' 

(2) Complementizer doubling 
Ik weet niet of dat Jan komt (colloquial Dutch) 
I know not if that John comes 
'I don't know whether John will come.' 

(3) Subject pronoun doubling 
As ze zulder voor hun werk leven [ ... ] (Flemish) 
if they. WEAK they.sTRONG for their work live 
'If they live for their work, [ ... J' 

(4) Relative clauses (variation in form of relative pronoun depending 
on grammatical function and depth of embedding) 
a. de man die ik denk die het verhaal verteld heeft (East Flemish) 

the man who I think who the story told has 
'the man who I think told the story.' 

b. de man die ik denk dat ze geroepen hebben (East Flemish) 
the man who I think that they called have 
'the man who I think they called.' 

(5) Word order in verbal clusters 
a. [ ... ] dat iedereen moet kunnen zwemmen (Standard Dutch) 

that everbody must.FIN can.INF swim.INF 
'that everybody should be able to swim.' 

b. [ ... ] dat iedereen zwemmen kunnen moet (Frisian) 
that everyone swim.INF can.INF must.FIN 
'that everybody should be able to swim.' 

c. [ ... ] dat iedereen moet zwemmen kunnen (eastern Dutch) 
that everyone must.FIN swim.INF can.INF 
'that everybody should be able to swim.' 
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(6) In(initivus pro Participio (infinitive instead of expected participle) 
a. Vertel maar nietwie zij had roepen kend (Groningen dialect) 

tell just not who she had call.INF can.PARTICIPLE 
'Just don't tell her who she could have called.' 

b. Vertel maar nietwie zij had kunnen roepen (Standard Dutch) 
tell just not who she had can.INF call.INF 
'Just don't tell her who she could have called.' 

(7) Imperativus pro In(initivo (imperative instead of expected infinitive) 
Hij ging naar de bakker en koop een broodje (Groningen dialect) 
he went to the baker and bUY.IMP a sandwich 
'He went to the bakery to buy a sandwich.' 

(8) Participium pro In(initivo (participle instead of expected infini-
tive) 
a. Zou hij dat gedaan hebben gekund? (Frisian) 

would he that done.PARTICIPLE have.INF can.PARTICIPLE 
'Would he have been able to do it?' 

b. Zou hij dat hebben kunnen doen? (Standard Dutch) 
would he that have.INF can.INF dO.INF 
'Would he have been able to do it?' 

(9) DO-support 
Ik doe even de kopjes afwassen (Northern Brabantish) 
I do just the cups wash 
'I am just washing the dishes.' 

(10) Negative concord 
't Wil niemand nie dansen (West Flemish) 
it wants no-one not dance 
'Nobody wants to dance.' 

(11) Negative particle 
Pas op da ge nie en valt (Brussels) 
look out that you not NEG.PARTfall 
'Don't fall!' 

(12) Reflexives 
a. Jan kent zich-zelf goed (Standard Dutch) 

John knows REFL.PRON-Selfwell 
'John knows himself well.' 
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b. Jan kent zijn-eigen goed (Central Dutch) 
John knows his-own well 
'John knows himself well.' 

c. Jan kent hem-zelf goed (Frisian) 
John knows him-self well 
'John knows himself well.' 

d. Jan kent zijn-zelf goed (West Flemish) 
John knows his-self well 
'John knows himself well.' 

1.2 Main applications 
The primary application for which the dynamic atlas was developed is 
to assist research into syntactic microvariation from various perspec-
tives, including theoretical, typological, geolinguistic, historical and 
quantitative. Since the corpus contains the original spoken data, which 
are lined up with the transcriptions (see section 6; see Anderson et al., 
this volume, and Allen et al., Volume 2), it is an excellent tool for mor-
phological, phonological and phonetic research too. The corpus may 
also serve educational purposes, that is to give students the oppor-
tunity to get hands-on experience in syntactic and other types of lin-
guistic research. Finally, the corpus can be used for forensic purposes, 
for example to locate a suspect by his or her speech. 

1.3 Some research questions and results 
Central questions in current syntactic research are: 

1. What are the limits of syntactic variation? 
2. What is the locus of syntactic variation in the grammar model? 
3. Is there a principled difference between macrovariation (the differ-

ences between genetically less related languages) and microvariation 
(the differences between closely related dialects)? 

The first question should lead to a theory about syntactic variation. 
More specifically, it should provide a characterization of universal 
grammar (UG: the syntactic properties that all languages have in 
common) and the notion of (im)possible natural language. As for the 
second question, in its strongest form (see Chomsky, 1995, and related 
Minimalist work) the UG hypothesis states that syntactic variation 
does not exist. Apparent syntactic variation, such as word order vari-
ation, should then be reducible to the lexicon, namely, the para-
metrization of morphosyntactic features, or to phonological form, that 
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is, different ways to spell out one and the same syntactic structure 
phonologically. The third question should lead, for example, to an 
explanation of why a sentence such as (13a) does not occur in any 
Dutch dialect, even though this is the common order in Standard 
English (13b), a genetically not very distant language. 

(13) a. * Jan heeft gelezen het. 
b. John has read it. 
e. Jan heeft het gelezen. 

John has it read 

The SAND corpus is highly relevant for all of these research issues. 
The advantage of studying microvariation is that many variables can 
be kept constant, making it easier to trace the effects of small, for 
example, morpho syntactic, differences in one part of the grammar on 
other parts of the grammar, such as word order. Another advantage of 
studying microvariation on a large scale is that it becomes possible to 
make statistically valid statements about possible and impossible syn-
tactic structures. 

Many of the results of research on the basis of the SAND corpus have 
been reported in the papers and dissertations referred to in section 1.1. 
We give two examples here. In relation to the questions stated in the 
previous paragraph, Barbiers and Bennis (2003) explain the impossi-
bility of certain conceivable strong reflexives (*hem-eigen 'him-own', see 
(12) above) and reflexive systems from general syntactic principles 
such as the requirement that the two elements in a strong reflexive 
should agree. For word order variation in verb clusters (see the exam-
ples in (5) above), Barbiers (2005) shows that there is one word order 
that does not occur in verbal clusters (14a), and that there is another 
order that only occurs when the hierarchically highest verb is a perfec-
tive auxiliary (14b, c). He argues that these restrictions follow from 
general syntactic principles such as the ban on destroying original 
embedding relations, and the condition that reordering of verbs in a 
cluster requires agreement between the reordering verbs. He further 
claims that the other orders are the result of optional movement in the 
syntactic component (contra the strong Minimalist hypothesis men-
tioned above). 

(14) a. * [ ... ] dat iedereen gaan moet zwemmen 
that everyone gO.INF must.FIN swim.INF 
Intended meaning: 'that everyone should go swimming.' 
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b. *[ ... J dat iedereen gaan zwemmen rnoet 
that everyone gO.INF swim.INF must.FIN 
Intended meaning: 'that everyone should go swimming.' 

c. [ ... J dat iedereen gaan zwemmen is 
that everyone gO.INF swim.INF is.FIN 
'that everybody went swimming.' 

2 Methodology of data collection 

The main methodological and theoretical frameworks underpinning 
the compilation of the SAND corpus are generative linguistics, typo-
logy, dialectology and sociolinguistics. All possible sources have been 
used to prepare the questionnaires. From the comparative syntactic 
research common in the generative and typological frameworks much 
potential variation could be deduced (see Barbiers et ai., 2002). In addi-
tion, generative theory makes a number of specific predictions regard-
ing the kind of variation that may be expected. The dialectological 
literature provides a number of syntactic variables that had to be taken 
into account, although they were less than we had hoped. Syntactic 
microvariation is a relatively neglected area in dialectological research. 
It has been received wisdom since the 1920s that there was hardly any 
syntactic variation (left) in the Dutch language area, as opposed to 
lexical, morphological and phonological variation (see Kloeke, 1927). 
Finally, sociolinguistic insights were particularly relevant for the devel-
opment of an adequate and systematic data collection strategy. 

2.1 Informants 
In the oral and telephone interviews, the following social variables of 
the local dialect speakers were homogenized, as much as possible in 
order to be able to examine geographical variation and, hence, to 
exclude social variation as much as possible: (i) all subjects are native 
speakers of the local dialect, (ii) both the subject and their parents were 
born in the same community and have lived there until adulthood, 
(iii) the subjects did not leave their community for longer than seven 
years, (iv) the subjects speak their local dialect in several functional 
domains, (v) the subjects belong to the lower middle class, and (vi) the 
subjects are aged between 55 and 70 years. 

2.2 Elicitation techniques 
The corpus has been collected by carefully designed elicitation proce-
dures for the written, oral and telephone surveys. The use of elicitation 
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techniques has the advantage of systematically gathering dialect data 
in a large geographical area within a short time span. Moreover, it 
enables the researcher to standardize both the collection and the analy-
sis of the material. One of the elicitation techniques is an acceptability 
judgement task reminiscent of the successful experimental methods 
described in Labov (1972, 1996). Rather than eliciting direct intuitions 
by the formula: 'can/do you say Xl' or 'do you judge X a grammatical! 
good sentence?', informants were asked the more indirect: 'do you ever 
encounter this variant in the local dialect?' Hence, direct questioning 
is one of the conditions that promotes answers in the direction of a 
socially standard superordinate norm over the native dialect system 
(Labov, 1996, p. 100). These answers may reflect the (syntactic) variant 
which the informants believe has prestige or is 'correct' and, hence, the 
standard form rather than the form they actually use (Labov, 1972, 
p. 213; Cornips and Jongenburger, 2001; Cornips, 2002; Cornips and 
Poletto, 2005). 

An example in the written questionnaire is provided in Figure 4.1. 
In general, the written questionnaire is offered in Standard Dutch 
although some questions accommodate to a specific geographical dis-
tribution of the variant by inclusion of specific local dialect features 
such as subject-doubling. 

Moreover, an indirect relative judgement task was used to collect 
quantitative and qualitative data about variability in word orders in 
three-verb clusters. This task required the subjects to rank orders within 
nine types of three-verb clusters from most to least acceptable on a 

In some dialects we encounter sentences such as: 

Misschien ga'k 'et (e) (k) ik wei krijgen 

Betekenis: Misschien gaik het wei krijgen 

meaning: "maybe, I'll get it" 

(i) Do you encounter sentences such as (1) in your local dialect? 

Yes/No 

Figure 4.1 Acceptability judgement task 
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five-point scale (representing *, ?*, ??, ?, ok), as illustrated in Figure 4.2 
for the three-verb cluster containing two modals as the hierarchically 
highest verbs and a lexical verb as the lowest verb. In the written ques-
tionnaire, all six possible orders were presented to the subjects. 

Encounter Uncommon-common 

a Ik weet dat Jan hard moet kunnen werken yes/no 1-2-3-4-5 

I know that Jan hard,must, can, work 

b. Ik weet dat Jan hard moet werken kunnen yes/no 1-2-3-4-5 

c. Ik weet dat Jan hard kunnen moet werken yes/no 1-2-3-4-5 

d. Ik weet dat Jan hard kunnen werken moet yes/no 1-2-3-4-5 

e. Ik weet dat Jan hard werken kunnen moet yes/no 1-2-3-4-5 

f. Ik weet dat Jan hard werken moet kunnen yes/no 1-2-3-4-5 

Figure 4.2 Relative judgement task 

Subsequently, the different degrees in acceptability judgements can 
be related to one another and can be interpreted in the analysis. 
According to Rickford (1987, p. 159), such elicited 'intuitions' are in a 
way similar to those which formal linguists use, but differ from them 
considerably in at least two respects: (i) they are elicited from a sample 
of community members rather than being derived from the linguist's 
own introspection, and (ii) heterogeneity is assumed by providing 
several alternatives (Corn ips and Corrigan, 2005). This judgement task 
leaves room for native-speaker introspection in reflecting a consider-
able degree of individual variability (see Cornips and Poletto, 2005). 
This is in accordance with the more recent plea that linguists should 
strive towards a more systematic collection strategy for intuitions in 
'spontaneous' and experimental elicitation settings, particularly given 
the open-ended nature of syntax and the fact that this research 
methodology produces data that has become increasingly subtle and, 
in many ways more challenging. 

2.3 Task effects 
The elicitation techniques were designed such that they take into 
account possible task effects so as to enhance their validity and reliabil-
ity. Oral elicitation techniques differ from written in that the former 
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enable the researcher (i) to elicit a more natural reflection of ordinary 
language use, and (ii) to observe and immediately respond to the reac-
tions and answers of the subjects. However, there is a high risk that the 
subjects will accommodate, that is adjust from the dialect towards the 
standard-like varieties or more formal speech styles of the interviewer. 
A solution to this problem is to summon the assistance of other dialect 
speaker(s) from the same community with the same social character-
istics, as in the SAND project (see Cornips and Poletto, 2005). 

Two examples convincingly show how easily speakers switch between 
the (base) dialect and the standard variety in the oral interview in the 
southern part of the province of Limburg (see Cornips, 2006). One of the 
locations involved in the project was Nieuwenhagen (Landgraaf) a very 
small 'rural' village in the surroundings of Heerlen. In the local dialect of 
Nieuwenhagen proper names are obligatorily preceded by the definite 
determiner et or der, 'the', depending on whether the proper name refers 
to a female or male, respectively. The presence of the definite determiner 
preceding a proper name is fully ungrammatical in Standard Dutch. The 
recording of the first session between the Standard Dutch-speaking field-
worker and the local 'assistant interviewer' translating Standard Dutch 
into his dialect shows that the definite article in his translation is absent: 
that is, the proper names Wirn and Eis show up without it, as illustrated 
in (15). These sentences were elicited in order to investigate the order in 
the verbal cluster (right periphery): 

(15) 1st session (dialect-standard) 
o Wim dach dat ich 0 Eis han geprobeerd e kado te geve 
Wim thought that I Els have tried a present to give 
'Wim thought I tried to give a present to Els.' 

During the second session, however, in which the 'assistant inter-
viewer' exclusively interviews the other dialect speaker in the local 
dialect, the latter utters the definite article both with the subject and 
object Determiner Phrase (DP) as 'required': 

(16) 2nd session (dialect-dialect) 
Der Wim menet dat ich et Eis e boek probeerd ha kado te geve 
the Wim thought that I the Eis a book tried.pcpl had present to give 
'Wim thought I had tried to give a book to Els.' 

Problematic, however, remains the fact that the use of written and 
oral elicitation experiments induce numerous well-known task effects 
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such as: (i) repetition effect, that is the subjects repeat exactly the 
sentence offered to them; (ii) sentences are rejected on the basis of 
lexical items, knowledge of the world and context of the sentence; 
(iii) subjects give judgements on the basis of interpretability rather 
than grammaticality; (iv) habituation effect: when a given sentence 
type is offered repeatedly, acceptability tends to increase; (v) order 
effect: the relative order in which test sentences are presented to the 
subject has an influence on the judgements; (vi) written forms are 
unduly influenced by prescriptive educational practices. These task 
effects have been taken into account, both in the design of our elicita-
tion methods and in the resulting analysis. 

The elicitation tasks in the oral and written phases included: 
(i) Indirect grammaticality judgement task combined with a scale; 
for example, the subjects have to indicate how uncommon (lowest 
value = 1) or how common (highest value = 5) the variant is in their 
local dialect; (ii) Translation task; (iii) Empty spots task; the subject 
has to fill in the relevant (function) word(s) from their dialect; 
(iv) Completion task; the subject has to finish the sentence; (v) Mean-
ing questions; in this task the subject is asked to provide the meaning 
of a sentence (Cornips and]ongenburger, 2001). 

2.4 SOciolinguistic perspective 
From a sociolinguistic point of view, the corpus of elicitation data gives 
(i) enough frequency of syntactic data throughout the geographic grid, 
(ii) it provides insight into which variants are related to which syntactic 
variables, and hence it is able to overcome aspects of the open-ended 
nature of syntax, (iii) all social or external variables and also accom-
modation effects can be controlled for as far as practicably pOSSible, 
(iv) style level can be controlled for, and finally, (v) we can examine 
reactions to sentence types that might occur only very rarely in sponta-
neous speech or written data. 

2.5 Formal perspective 
In addition, from the perspective of formal syntax, this corpus (i) pro-
vides insight into which syntactic variants are ungrammatical, (ii) it 
permits immediate comparison and analysis of the syntactic variants, 
(iii) we are able to elicit syntactic variables that do not always show up 
in interaction with other relevant syntactic variables in spontaneous 
speech, but that are predicted by theoretical concerns to do so, (iv) we 
are able to derive a scale of grammaticality concerning a given phe-
nomenon, which would never arise by the observation of spontaneous 
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speech or written corpora, and finally, (v) for certain phenomena, the 
corpus provides complete syntagms and paradigms. 

3 Digitization 

The fieldwork interviews were recorded with DAT recorders. Therefore, 
these tape recordings could be read into the computer directly without 
conversion. The recordings were read into the computer with the 
system Sadie DAW. The sample frequency was 44.1 kHz, 16 bits. This 
sampling rate was chosen to ensure a sound quality high enough to 
make phonetic research possible. 

4 Transcription 

Transcription was carried out in Praat (Figure 4.3), a free software tool 
developed by the phoneticians Paul Boersma and David Weenink 
(University of Amsterdam).3 Although Praat is primarily intended as a 
tool for phonetiC research, it can be conveniently used for transcrip-
tion purposes. Praat enables the transcriber to line up the speech signal 
with the transcription directly, such that searching through the tran-

Figure 4.3 Transcription in Praat 
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scriptions makes it possible to find the corresponding sound fragment. 
Another advantage of Praat is that it allows the user to divide the tran-
scription into different tiers, which makes it possible to separate the 
contributions of the speech participants. 

For the SAND interviews, we used separate tiers for the speech of the 
first informant, the second informant and the fieldworker, the com-
ments of the transcriber, and for clitic clusters.4 The comment tier also 
contains metalinguistic information, that is, codes referring to the 
location of the interview, the two informants and the fieldworker. For 
reasons of privacy, the personal data of the informants and the field-
worker are kept in a separate database. In the future, the personal data 
of the informants and fieldworker will be anonymized and then added 
to the database such that it becomes possible to investigate socio-
linguistic variables such as gender. 

A detailed protocol was devised for the transcription of the spoken 
data (see Barbiers and Vanden Wyngaerd, 2001c). Every question (test 
sentence) and every answer received a special code, to make it possible 
to search for a particular question or answer. For reasons having to do 
with resource limitatiOns, we chose to transcribe orthographically, 
with distinct guidelines for lexical and functional morphemes. Lexical 
words were transcribed according to Standard Dutch orthography and 
abstracting away from sound differences. For example, when the word 
for know in a dialect was kinne it was transcribed as Standard Dutch 
kenne. Such normalization hardly ever leads to a loss of information 
that is relevant for syntactic analysis. In cases where it does, it is still 
possible to check the original data. Some advantages of a normalized 
transcription of lexical morphemes are: (i) spelling is uniform across 
dialects, (ii) automatic pre-tagging with a probabilistic tagger becomes 
possible, (iii) automatic lemmatization becomes possible, and (iv) 
searches yield a more complete result, for example, when 'kenne' is 
used as a search term both 'kenne' and 'kinne' will be found. 

Since functional morphemes including inflection are relevant for 
syntactic analysis, they were transcribed 'literally'. In this case, this 
means a one-to-one correspondence between sound and grapheme, 
where the rules of Standard Dutch determined which grapheme had to 
be chosen for a particular sound. For example, when the translation of 
the Dutch sentence in (17a) reads (17b), the missing /t/ of wat will not 
be added to the transcription, and the additional /n/ on wie will be 
transcribed as such. 

(17) a. Wat denk je wie ik gezien heb? (Dutch) 
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b.Wa denk je wien ik gezien heb? (dialect) 
what think you who I seen have 
'Who do you think I saw?' 

Clitic clusters got a special treatment in the transcription. The 
problem with clitic clusters is that their segmentation is not given a 
priori and can be obscured by phonological processes. To find the 
correct segmentation often requires a significant amount of analysis 
which takes into account the full system of the relevant dialect. Since 
such analysis would slow down the transcription process considerably, 
it is to be avoided. However, transcribing clitic clusters as unsegmented 
wholes has important disadvantages too. In particular, it will be harder 
to directly access the separate morphemes in a search or in an auto-
matic tagging task. In addition, fieldworkers/transcribers working in a 
particular dialect area often have valuable intuitions about the proper 
segmentation of clitic clusters. We therefore decided that the transcrip-
tions should contain both an unsegmented and a segmented rendering 
of the clitic cluster. Thus, a clitic cluster like (18a) uttered by informant 
1 would be transcribed as such on the informant 1 tier, whereas on the 
cluster tier it would come out as in (18b). 

(18) a. danzetzunder 
that-they-it-they 

b. dan ze 't zunder 
that.PLUR they. NOM. WEAK it they. NOM. STRONG 

Other cases in which the orthographic conventions of Standard 
Dutch had to be lifted include separable particle verbs ope ten (literally, 
up-eat, 'eat up'), pronominal Prepositional Phrases (PPs) such as daarmee 
(literally, there-with, 'with that') and preposition-complementizer collo-
cations such as voordat (literally, before-that, 'before'). In all of these 
cases Dutch orthography prescribes that the two morphemes be written 
as one word. However, we decided to split these words up since this is 
advantageous for automatic tagging and search, and can be easily 
defended on syntactiC grounds. 

5 Part-of-speech tagging 

Part-of-speech (PaS) tagging of large corpora is a tedious task that 
should preferably be carried out by computers. Unfortunately, auto-
matic probabilistic taggers require a sufficiently large training set to 
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perform well on a certain language or dialect. As we did not have 
enough data for each of the 267 dialects to train an automatic tagger, 
fully automatic tagging was not an option. However, since most of the 
lexical morphemes were transcribed as Standard Dutch morphemes, it 
proved worthwhile to use the automatic memory-based tagger devel-
oped at the University of Tilburg as a pre-tagger (see Daelemans et al., 
2002). The tag set we used is based on the Corpus of Spoken Dutch (so 
called CGN tags; see Van Eynde, 2001) which, in turn, is based on the 
EAGLES standard.5 We added a number of refinements to be able to deal 
with dialect material (see Barbiers and Vanden Wyngaerd, 2001d, for 
the full tag set). In addition, we decided to build in a number of attrib-
utes that, strictly speaking, belong to the level of syntactic annotation 
rather than to pas tagging. These attributes mainly involve information 
about syntactic function, word order and hierarchy and will be useful 
until a full syntactic annotation has been provided. A tagging appli-
cation was built that automatically translates the tags assigned by the 
pre-tagger (see Figure 4.4, second column: 'CGN-tags') to SAND tags. 
Manual tagging then consists of checking and correcting the assigned 

Interval 5 uit tier 'informant' van file 1 uit Bellingwolde (C165p) 
[a] Vertel maar "let wei ze roap kend ha. [fa] 

Figure 4.4 Tagging application I 
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Terug naar lntelVaUen van file Transcr_BeUlngwolde1_MH.TextGr 

Interval 5 uit tier 'informant' van file 1 ult Bellingwolde (C165p) 
(a] Ventel maar nlet wei ze roep kind ha. [fa] 

SAND-tag lemma 

Figure 4.5 Tagging application II 

tags and supplying missing attributes/values (see Figure 4.4, third 
column: 'SAND-woordsoort', and Figure 4.5). The tagging application 
also suggests tags on the basis of already assigned tags (see Figure 4.4, 
fourth column: 'toegekende SAND-tags'). A considerable part of the 
corpus (6,400 question-answer pairs) has already been provided with 
tags. 

6 Database, search engine and cartographic tool 

6.1 General principles 
In contrast to most other linguistic corpora described in the present 
volume, the SAND corpus is a relational database at its core rather than 
a collection of tagged text files with a database only used for meta data 
(see for example Anderson et al., and Tagliamonte, this volume). Our 
reason for using a relational database is to have more flexibility for 
adding annotations to linguistic data, because it is possible to keep the 
data and the annotations separately from each other, in different data-
base tables, which are linked with unique keys. When the data are 
stored in this way, it is possible to add many different kinds of annota-
tion to a single data set without having to use multiple copies of the 
linguistic data (with all the versioning problems that this entails), and 
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without the different annotations interfering with each other (see for 
example van Bergen and Denison, Volume 2, whose corpus exists in 
two versions, a plain text and an HTML version). Moreover, if tagged 
text files are ever needed (if some other program expects XML input, 
for example) it is straightforward to combine tagging and data, and 
output the results in whichever textual format is desired. The downside 
of our technique is, of course, that it takes programming work to view 
the annotated data: data must be combined from their separate tables. 
It is impossible to simply open an annotated text file in a text editor. 

We use non-proprietary formats and open-source tools to store and 
handle the data: the particular database engine we use is MySQL 
(version 4.1.9 at the time of writing), with the InnoDB table type to 
enforce relational integrity. 

The interface for the end-user is a web application written in PHP 
(see http://www.php.net). and the graphics format for the cartographic 
component of the application is Scalable Vector Graphics (SVG), with 
an option to save maps as JPEG if needed. SVG has become a new stan-
dard for cartography on the Web. Some important properties of the 
SVG format are scalability, direct availability of the original data on 
which the map is based and retrievability by search engines of the 
objects that constitute a map. 

Planned for the near future is adding the sound of the interviews to 
the web interface. As will be shown later in a detailed description of 
the table structure, the start and end times for each interval within its 
sound file are stored in the database. We will use QuickTime Streaming 
Server (see Anderson et al., this volume; and Allen et al., Volume 2) to 
host the sound files on a separate server. As we can predict start and 
end times, the interval links can be added to the web interface so that 
the particular slice of the audio file relevant to the interview can be 
correlated with the audio server. 

The main advantages of hosting the data centrally and using a web 
application are: there is only one master copy of the database, so there 
are no problems with distributing updates to end-users if the structure 
of the database changes; the user needs no special software to access 
the data since any modern web standards-compliant browser (with 
SVG support for the cartographical component) will suffice. 

Disadvantages are that a centrally hosted database of course also 
means a single point of failure (if the Meertens website is down, the 
SAND database is also unreachable); the user needs a net connection to 
access the database; we need to work within the limits of a web browser 
using the HTTP protocol. The trade-off for being cross-platform, and not 
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needing anything besides a web browser and an internet connection, is 
of course that the amount of interactivity and 'bells and whistles' that 
would be possible with a dedicated desktop application is also out of 
reach. 

The corpus is not distributed to end-users as raw data, although it 
would be possible to reconstruct the original form of the textual data 
from the database, or to output the tagged data as XML files, if that 
were a desired feature. It is already possible to view every interview in 
its entirety via the web interface. For now, the user is expected to use 
the web interface to search the data (see Figure 4.10). Search modes 
which are planned (and are already partly operational) are textual 
searches (with basic regular expression support), searches for part-of-
speech tags, searches for lemmata, searches by the name or code of the 
municipality, searches by test sentence/sentence number and searches 
by keywords. 

6.2 An artificial example 
We now provide a simple 'toy' example to clarify the way our data is 
stored. Say our corpus consists of one five-word sentence. It would be 
possible to store it like this in a relational database system, in a table 
called 'word' (Figure 4.6). 

We can uniquely address each individual word of this sentence, and it 
is still possible to recreate the whole sentence from its parts, with the 

+--------+-------+-------+-----------+ 
I word_id I word I offset I sentence_id I 

+--------+-------+-------+-----------+ 
thanks 

2 for 2 

3 all 3 

4 the 4 

5 fish 5 

+--------+-------+-------+-----------+ 

Figure 4.6 Relational database table 
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hopefully self-evident SQL command (SQL = Structured Query Lan-
guage, the standard way to query a relational database) shown in 
Figure 4.7. 

SELECT word FROM word WHERE sentence_id=1 ORDER BY offset; 

+-------+ 

I word 

+-------+ 

I thanks 

I for 

I all 

I the 

I fish 

+-------+ 

Figure 4.7 SQL query to recreate a sentence 

+--------+--------------+ 
I word_id I category 

+--------+--------------+ 
noun 

2 preposition 

3 predeterminer 

4 determiner 

5 noun 

+--------+--------------+ 

Figure 4.8 Category annotation 
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Suppose we want to add category annotations to these words. This is 
a simple matter of creating another table, called 'category', where the 
words are linked to categories with the word_id key (Figure 4.8). 

The word_id column in the category table refers to the word_id 
column in the word table. Thanks to this relation, it is now possible to 
get all nouns from the database with the query shown in Figure 4.9. 

SELECT word, category FROM word, category WHERE 

word.word_id=category.word_id AND category='noun'; 

+-------+---------+ 
I word I category I 

+-------+---------+ 
thanks noun 

fish noun 

+ - - - - - - -+ - - - - - - - - -+ 

Figure 4.9 Selecting all nouns in the database 

In the same vein, let us assume that we also want to add meaning 
annotations to the words. Because we have unique identifiers for 
the words (the word_id column in the word table) it is possible to do 
this without interfering with our category tagging. We create a table 
called 'meaning' where we store these annotations (where applicable) 
(Figure 4.10). 

+--------+----------------------+ 
I word_id I meaning 

+--------+----------------------+ 
5 I water-dwelling animal 

+--------+----------------------+ 

Figure 4.10 Meaning annotation 
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And we can now query the database for categories and meanings sep-
arately, as described above for nouns, or together if we want. The com-
bined query is represented in Figure 4.11, for example, which gives us 
all nouns and, where existing, their meanings. If there is no meaning 
assigned we get the special value NULL which means 'no data here'. 

SELECT word, category, meaning FROM word, category 

LEFT JOIN meaning ON meaning.word_id=word.word_id 

WHERE word.word_id=category.word_id AND category='noun'; 

+-------+--------- +---------------------- + 

I word I category I meaning 

+- - -- - - -+- - - - --- - - +-- - - -- - - -- - - - -- - --- - -- + 

I thanks noun NULL 

I fish noun water-dwelling animal 

+- - -- - --+- - - - --- - - +-- - - -- - --- - - - -- - --- --- + 

Figure 4.11 Combined query 

6.3 A real-world example 
The general principle of how the linked tables in the SAND database 
work is hopefully made clear by the previous 'toy' example. What 
follows is an example of a real tagged sentence in the database. 

The raw data we had to work with are the plain text TextGrid files 
which the aforementioned Praat transcription program uses. An exam-
ple of a snippet of such a file, from the interview of the Flemish 
municipality of Aalter, is shown in Figure 4.12. 

This is part of the tier of the first informant (name = 'informantl') in 
Aalter, which consists of 438 intervals (size = 438), starts with the time 
counter at zero (xmin = 0) and ends 10261 seconds later (xmax = 
10261.xx). The 105th interval (intervals [105]) was assigned by the 
transcriber to the part between second 2535 and second 2537, and 
consisted of the text 'k weet datij zal moete were keren' ('I know that 
he will have to return') which is labelled as an affirmative answer 
([a=j], 'yes, this does occur') to the question which was asked by the 
interviewer. 
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item [1]: 

class = "lntervaITier" 

name = "informant1 " 

xmin = 0 

xmax= 10261.727312500001 

intervals: size = 438 

intervals [1] : 

xmin =0 

xmax = 333.38206557922769 

text="" 

[ ... ] 

intervals [105] : 

xmin = 2535.0850715889242 

xmax = 2537.0411135329987 

text = "[a=j] k weet datij zal moete were keren. [/a] " 

[ ... ] 

Figure 4.12 TextGrid Praat file 

We wrote PHP scripts to parse these Praat files and insert the 
data from the intervals into a database table called 'praat_interval' 
(Figure 4.13). 

The [a=j] part of the transcribed text is now redundant, strictly 
speaking, but we did, as a matter of principle, not want to throwaway 
any information which was entered in the transcription stage: the part 
between 1111 in the Praat file was inserted 'as is' in the database. If we did 
things like 'delete characters between [] in transcribed texts' this could 
easily lead to the deletion of real data, for example, caused by small 
transcription errors like [a[ instead of [a]. 
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+---------------

I intervaUd 3817 

I tierjd 32 

I intervaLnr I 53 

I xmin 2535.0850715889242 

I xmax 2537.0411135329987 

I tekst [a=j] k weet datij zal moete were keren. Va] 

I type_zin I a 

I vraag_nr 830 

I komC voor I j 

+------------+---

• intervaUd: an automatically generated identifier for this particular interval; 
• tierjd: the (at another point of the data inserting process) automatically generated identifier for the 

particular tier that the interval is a part of; 
• intervaLnr: ordinal number of the interval within its tier; this is different from the number in the Praat file (105) 

because empty intervals are an artefact of the Praat transcription and hence were not inserted in the database; 
• xmin, xmax, teks!: should be self-evident; 
• type_zin (sentence type) is 'a', meaning that this interval is an answer to a question by the interviewer; 
• vraag_nr (question number): the answer is an answer to question number 830. This particular piece of 

information is not there in the interval itself and had to be derived at a later stage; this was possible because the 
question, which is transcribed in another tier, is labelled with its number: '[v=830] ... [Iv] '. (This would have 
been easier if the answer had been labelled with its question number at the transcription sJage; now it took extra 
work to connect the answers with the question after the fact. On the other hand, the transcription would have 
been more work, and. by definition, more error-prone, since it is not possible to enforce constraints in Praat: 
transcription is free-form text entry. This is a trade-off which must be made constantly if free-form 
human-entered data, which always contains mistakes, is to be processed automatically at a later stage.) 

• komt_voor ('does this occur') is affirmative: 'j' (for ja, ''yes''). 

Figure 4.13 praat_interval table 

Now we have the text of an interval as the smallest unit, but we need 
the individual words. The next step was splitting up the tekst field of 
the praat_interval table into its constituent words. Basically, this con-
sisted of removing punctuation and parts between [], splitting on 
whitespace and converting to lower case. (Things like [a[ instead of [a] 
caused trouble every now and then, but this could be repaired manu-
ally because we always had the original text in the tekst column of the 
praat_interval table.) 

The interval under consideration has an interesting twist: one of 
the words is a cluster (see section 4 of this article). In the cluster tier 
'datij' is interpreted as consisting of two words: dat hij ('that he'). See 
Figure 4.14 for how this looks in the Praat transcript. 

For a human who is looking at the screen, it is obvious that 'dat ij' in 
the cluster tier belongs to 'datij' in the informant 1 tier. However, this 
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Figure 4.14 Praat transcript with cluster 

is not necessarily the case for a computer program. This particular 
interval is a good illustration for the heuristic we used for connecting 
split clusters to words in the transcript, which roughly amounts to 'if 
you find something in the cluster tier, then find the interval in the 
interview which is "directly above" (that is, which has the same start 
and end time as the current cluster interval) and look in there for a 
string which is equal to the words of the cluster tier put together'. In 
this case, 'datij' is found without problems. But in many cases, things 
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got rather error-prone: there could be more than one cluster in the 
same interval in the cluster tier, hence it was not clear (again, to a 
computer program) where one cluster ended and the next began; there 
could be more than one interval 'above' the cluster interval (that is, 
intervals from different tiers); sometimes, the start and end times of 
interview and cluster interval did not match exactly, which meant that 
it was difficult to decide if an interval was 'above' the cluster interval at 
all; and often the spelling of the parts of the cluster was different from 
the cluster itself, for example 'datii' represented in the cluster tier as 
'dat hij'. All in all, a lot of complicated code was needed to try and 
recognize clusters, and a lot of time-consuming manual correcting was 
needed afterwards. A lot of this could probably have been prevented if 
the transcription protocol was designed from the start with this 
problem in mind. On the other hand, as argued above, more rules in 
the transcription protocol make for more mistakes, and an ambiguity-
free notation system for clusters in Praat would be quite complicated. 
Automatic processing of human-produced data is never trouble-free. 

The individual words, still using interval_id 3817 as our example, are 
stored in three tables (token, woord and praatJluster), as shown in 
Figure 4.15. 

The token table contains all unique word forms in the transcripts. In 
accordance with the relational database principle of normalization, we 
store, as much as pOSSible, each piece of data only once, and use 
unique identifiers to refer to each particular piece of data in other 
places. Thus the form 'k' ('I', short for 'ik') is not stored directly in the 
woord table which contains all the individual words; instead, the form 
'k' is stored only once, in the token table which contains all unique 
word forms, and its identifier, 278, is stored in the woord table. 

Since intervaLid 3817 contains a cluster, there are two possible 
strings of words which make up the text: one with the cluster intact, 
one with the cluster split up into its constituent parts. These are mutu-
ally exclusive: since a cluster and its constituent parts occupy the same 
place in the string, they cannot both be present at the same time. This 
is represented in the woord table by the combination of the cluster_id, 
offset and offset_no_cl ('offset without clusters') columns. 

The clustecid column only has a value if the word in the row in 
question is part of a cluster. The value is the word identifier of the 
complete cluster. In the example above, we see that word identifiers 
16669 and 16670 ('dat' and 'ii', respectively) both have the value 
12343 in the cluster_id column, which is the word identifier of 
'datij'. This is how parts of clusters are connected to their clusters. 

I token_id I token I 
+---------+------+ 

278 I k 

3 I weet 

1029 I datij 

206 I zal 

633 I moetel 

1590 I were I 
1591 I keren I 

5 I dat 

661 I ij 

+---------+------+ 

+--------- +--- --- --- ---+- ------- -+- ---- -- ----+--- --- -+- --- ---------+ 

I woord_id I intervaUd I token_id I clusteUd I offset I offset_no_cl I 
+- - - - - - - - - +-- - - - - - - - - - -+- - - - - - - - -+- - - - - - - - - - - +- - - - - - - +- - - - - - - - - - - --+ 

16669 I 3817 5 I 12343 NULL I 3 I 
16670 I 3817 661 I 12343 NULL I 4 I 
12341 I 3817 278 NULL 1 I 1 I 
12342 I 3817 3 I NULL 2 I 2 I 
12343 I 3817 1029 I NULL 3 I NULL I 
12344 I 3817 206 NULL 4 I 5 I 
12345 I 3817 633 NULL 5 I 6 I 
12346 I 3817 1590 NULL 6 I 7 I 
12347 I 3817 1591 NULL 7 I 8 I 

+- - - --- -- - +- - - - - - - - - - - -+- - - - - - - - -+- - - - - - - - - - - +- - - - - - - +- - - - - - - - - - - --+ 

+------------+--------+ 

I intervaUd I cluster I 
+------------+-------- + 

3817 I dat ij 

+------------+--------+ 

Figure 4.15 token, woord and praat_cluster tables 
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Words which are not part of clusters have the special value NULL ('no 
data' /'not applicable') in this column. 

The two columns offset and offset_no_cl contain the ordinal 
numbers of the word identifiers within their interval, respectively with 
unresolved clusters and resolved clusters. To reconstruct the text with 
unresolved clusters, one would select all words of this interval where 
offset is not NULL (or where clustecid is NULL, which amounts to the 
same thing) and order by offset. To reconstruct the text with clusters 
resolved, select all words where offset_no_cl is not NULL and order by 
offset_no_cl. 

The third table, praat_cluster, is redundant, strictly speaking, but it 
exists, like the tekst column of the praaCinterval table, for perfor-
mance reasons. The tekst column is used for textual searches of the 
data, because it would be an unacceptable performance hit to recon-
struct the text from the token and woord tables every time a textual 
search is requested. The praat_cluster table exists so that it is possible 
to quickly show the resolved clusters in an interval without having to 
go back to the token/woord tables. 

Of course, the end-user never looks directly at these tables: all 
queries are programmatically generated by PHP scripts via a web inter-
face with familiar features like check boxes, drop-down menus and text 
input fields. 

Continuing our real-world example of intervaCid 3817 from Aalter, 
let us now consider the tagging. Word 12345 from this sentence is 
moete (Standard Dutch form is moeten) which means 'have to'. 

A SAND tag consists of two parts: a label for the category, and a set of 
attributes. Written out in readable form, the tag for word 12345 is as 
shown in Figure 4.16. 

This is stored in three database tables: sandtag_toegekend_woord-
soort (SAND tag-assigned category), sandtag_toegekend_attribuut 
(SAND tag-assigned attribute) and sandtag_toegekend_compleet (SAND 
tag-assigned complete). 

V(-e,eind2,inf,mod) 

Main category: V = verb; with four attributes defined: -e (inflexion is -e); eind2 ('end', it is the second highest verb, 
hierarchically, in the verb cluster); in! (it is a verbally used infinitive); mod (ij is a modal auxiliary verb). 

Figure 4.16 SAND tag 
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sandtag_toegekend_woordsoort 

+- --- - --- - +--- - - - -- - --- - - + 

I woord_id I woordsoorUd I 
+--- ---- -- +-- - - --- - --- - - - + 

12345 I 4 I 
+--------- +--------------+ 

sandtag_toegekend_attribuut 

+--------- +------------- +----------+ 

I woord_id I attribuuUd I waarde_id I 
+----- --- - +- --- - - --- - -- - +--- - ---- -- + 

12345 3 

12345 2 18 

12345 14 98 

12345 11 57 

+--- --- - -- +-- - - ---- --- - - +-- - --- - - -- + 

sandtag_toegekend_compleet 

+--- --- --- +-- - - --- - -- - ---- - -- - - + 

I woord_id I sandtag_leesbaar 

+-- - -- - --- +- - - --- - --- - --- - -- - - - + 

12345 I V(-e, eind2, inf, mod) I 
+-- --- - --- +-- ---- - -- - ---- --- - - - + 

Figure 4.17 Tables for pas tagging 
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The result of looking up word identifier 12345 in these tables is 
shown above in Figure 4.17. 

Category is, as should be a familiar pattern by now, assigned to word 
12345 by means of a numerical identifier (4) which refers to another 
table (sand_woordsoort, SAND category): a small table (13 rows) which 
contains all word categories used in the SAND tag set. 

Category identifier 4 is shown in Figure 4.18. It is 'V-in fin' (infinit-
ival verb), the short form of which, for readability purposes, is just 
'V'. 

The attributes are stored like attribute-value pairs, as usual with 
numerical identifiers. These numbers refer to two tables: 
sandtag3ttribuut (SAND tag attribute) and sandtag_waarde (SAND tag 
value). Looking up the values of the identifiers found above in these 
tables results in Figure 4.19. 

The third table, sandtag_toegekend_compleet, is once again redun-
dant but necessary for performance reasons, since it would be too slow 
to recreate the readable form of a tag from its constituent numerical 
identifiers every time a user requests to view the tagging of an interval. 

It will be clear now that the tag shown to the user, V(-e,eind2, 
inf,mod), is actually a form which is simplified for readability: the tag 
is stored as attribute-value pairs, but only the values of the attribute-
value pairs are shown. 

There are, besides sandtag_woordsoort, sandtag_attribuut and 
sandtag_waarde, which contain, in no particular order, a complete list 
of categories, attributes and values, two associative tables which 
contain the possible combinations thereof: sandag_x3ttribuut_woord-
soort contains the possible attributes for each category, whether an 
attribute is optional or required for a given category, and the order of 
the attributes; sandtag_x_waarde_attribuut_woordsoort contains the 

+--------------+-----------+----------------+ 
I woodsoorUd I woodsoort I woodsoorCkort I 

+--------------+-----------+----------------+ 
4 I V-infin I V 

+--------------+-----------+----------------+ 

Figure 4.18 Table for word categories 
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sandtag_attribuut 

+- ---- ----- ---+- ---- ---- -+ 
attribuuUd I attribuut I 

+------------- +----------+ 
infl 

2 pos 

14 infin 

11 aux 

+-- ----- ---- --+- ----- ---- + 

sandtag_waarde 

+-- ---- --- -+- --- ---+ 
I waarde_id I waarde I 

+----------+------ + 
3 -e 

18 eind2 

98 inf 

57 mod 

+- --- ----- -+--- ---- + 

Figure 4.19 Tables for POS attributes 

possible values for each attribute within a given category. As an 
example of how these tables are structured, the list of possible attrib-
utes for category 4 (V-infin) is shown in Figure 4.20. 

It should not come as a surprise that the table does not contain 
actual attribute names, but attribute identifiers which refer to the 
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+--------------+-------------+----------+-------+ 
I woordsoorUd I attribuuUd I verplicht I offset I 

+--------------+-------------+----------+-------+ 
4 

4 2 

4 14 

4 10 

4 4 

4 5 

4 11 

4 12 

o 

o 

o 

o 
o 

o 

1 I 
21 
31 
41 

51 

61 
71 

81 

+--------------+-------------+----------+-------+ 
(verplicht means 'required': an attribute with verplicht = 0 optional). 

Figure 4.20 Associative table for categories and attributes 

sandtag_attribuut table. The same goes for the table of possible values 
for each attribute, which we will not list here; it looks quite similar, 
just longer (54 values total in eight attributes for category 4) and with 
different numerical identifiers. These five tables constitute the com-
plete SAND tag set. 

The output of a search (Figure 4.21) is a list of sentences and a list of 
municipality codes of the places in which the searched variable occurs 
(Figure 4.22, first column). There is an option to show the dialogue 
context and a tagged version of the sentence. 

The list of municipality codes resulting from a query can be used as 
the input for a map that shows the geographical distribution of the 
syntactic variable (Figure 4.23). This can be done automatically or 
manually. In the latter case, the user can specify many properties of 
the map, such as symbol colour, size and shape, areal division, legend 
and so on. It is also possible to combine various syntactic variables in 
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Search oral SAND-questlonnalre 
sentQnce 
numbers 

spaces or new lines between separate sentence numbers spaces or new lines between separate Ktoeke-codes 

comments 

.. and ? are interpreted as witdcBlds. 'It is 0 or more characters, ? is exactly 1 
character. 

limit sean:h to: 
r questions (fieldworlter. InteNiewer) 
r answers IntetViewer) 

"does this occur" I 
r limit search to: 

(" municipality l's-GravenwezeJ ..:J 
province I Antwerpen .:.J 

r country I Vlaanderen .:I 
r Kloel<<><O<!e 81f8y from: r---- to: r----

Figure 4.21 Search screen SAND database 

r whole words only 

one map to see if the geographical distribution of certain variables 
coincides. 

As was mentioned above, the maps are dynamic which makes it pos-
sible to directly access the data behind the maps by clicking on a 
certain location. The search results and maps can be stored in an 
online archive. Researchers who want to store their search results and 
maps will be asked to provide a map description in a standard format, 
such that the archive will function as an ever-growing map collection. 

7 Future prospects 

The cooperation between formal linguists, sociolinguists and data-
base/search-engine developers results in a joint approach to selecting 
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search result (unsaved) 

results: 89 Onstwedde 

Test sentence 084: Ik vlnd dat iedereen zwemmen moat kunnen 

Figure 4.22 SAND database: search results 

the empirical domains, collecting the data and developing technical 
ways to make the data accessible and searchable, as described in this 
chapter. We believe that this opens interesting avenues for further 
research. The approach that has been taken in this SAND project, 
incorporating as it does a range of generative, methodological and 
technical criteria, appears to be a fruitful method for comparing 
'empirical' syntactic microvariation. 

There is a second sense in which we want SAND to be dynamic. In 
our current European Dialect Syntax initiative (Edisyn: http://www. 
meertens.knaw.nl/projecten/edisyn/), we try to support the creation of 
projects across Europe that are methodologically and technically com-
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Figure 4.23 SAND database: cartographic tool 

parable to SAND. The databases resulting from such projects should 
become part of an on-line network of databases that are searchable 
with a single common seach engine and analysable with identical 
cartographic and satistical software. This will eventually provide the 
linguistics community with a research tool that greatly enhances the 
empirical basis of dialectological typological and formal linguistic 
research. 

Notes 

1. The project was funded by the Flemish-Dutch Committee for Dutch 
Language and Culture (VNC) (a cooperation between the Fund for Scientific 
Research, Flanders (FWO) and the Netherlands Organization for Scientific 
Research (NWO», the Meertens Institute, Amsterdam and the Royal 
Netherlands Academy of Arts and Sciences (KNA W). The project was 
launched and supervised by Hans Bennis (Meertens Institute), Hans den 
Besten (University of Amsterdam), Magda Devos (University of Gent), ]ohan 
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Rooryck (University of Leiden) and Johan van der Auwera (University of 
Antwerp). The organization of the project was as follows. Project leaders: Sjef 
Barbiers (Meertens Institute), Guido vanden Wyngaerd (University of 
Antwerp/KUBrussels, until December 2001). Methodological design: Leonie 
Cornips and Willy Jongenburger (until September 2001) (Meertens Institute). 
Fieldwork and Transcription: Margreet van der Ham (Meertens Institute -
daily coordination), Jeroen van Craenenbroeck (Leiden University), Marjo 
van Koppen (Leiden University), Irene Haslinger (Meertens Institute), Hedde 
Zeijlstra (University of Amsterdam), Gunther De Vogelaer (University of 
Gent), Annemie Neuckermans (University of Antwerp), Vicky Van den 
Heede (University of Gent), Susanne van der Kleij (Meertens Institute), 
Mathilde Jansen (Meertens Institute), Henk Wolf (Fryske Akademy), Arjan 
Hut (Fryske Akademy). Tagging: Margreet van der Ham (Meertens Institute -
daily coordination), Marjo van Koppen (Leiden University), Irene Haslinger 
(Meertens Institute), Vivien Waszink (Meertens Institute), Alies Maclean 
(Meertens Institute). Database and search engine development: Jan Pieter 
Kunst (Meertens Institute). Cartographic software development: Jan Pieter 
Kunst (Meertens Institute) and Ilse van Gernert (Meertens Institute). 

2. For example, after an evaluation of the data from the oral interviews we 
decided that we needed the complete inflectional paradigm of the verb gaan 
'go' in inversion contexts to test a certain generalization. Since the oral inter-
views did not include all the members of this paradigm we tested those in 
the telephone interviews. 

3. See http://www.fon.hum.uva.nl/praat/ 
4. See below and section 6 for a discussion of clitic clusters. 
5. See the EAGLES home page: http://www.ilc.cnr.it/EAGLES96/home.html 
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