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I would like to talk to you today about making large scale sources accessible. The 
digital age has made serial complexes of sources available. Quantitative methods are 
not well suited for making serial textual sources accessible. Therefore, we have been 
developing a method that exploits both the structure of the sources and the existing, 
analog scholarly apparatus. I will illustrate the approach from two very different 
projects. 
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The first is the REPUBLIC project, led by Ida Nijenhuis, in which Marijn Koolen and I 

collaborate devising a method using structure to make two centuries of decisions of 

the States General accessible.

The second is the Migrant, Mobilities and Connection project in which I have been 

collaborating with Marijke van Faassen in making a card file of migrant registration 

cards accessible for analysis. 

In both cases, I will first shortly introduce the projects and the problem we are trying 

to solve and then go into the methods we have been using

2



REPUBLIC aims to make all resolutions or decisions of the States General of the Dutch 
Republic accessible for the period of its existence from 1576 to 1796. The states 
general consisted of delegates of the constituent provinces of the Republic and met 
each day, except mostly Sundays.



The resolutions they took during their sessions, or zittingsdagen, were recorded and 
usually bundled per year. They were recorded in a continuous series in manuscript. 
From 1703 to 1796 they were also printed. 
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Altogether, there are 400,000 pages with an estimated one million resolutions. They 
contain references to a great number of persons, places and institutions. 
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On basis of an earlier, partial edition they have been estimated to count up to two -
three million.



Transcribe pages to train OCR/HTR toThe resolutions have all been scanned and the 
text is recognized by OCR and HTR. While OCR results are still improving and 
handwriting recognition results are better than we would have thought possible until 
a few years ago, they still are a big challenge for Named Entity Recognition software. 
ols (e.g. Transkribus). 



REPUBLIC also has a crowd sourcing project going on for the correction of the textual 
output of text recognition, but a fully corrected text will not be finished during the 
project. And there is more to the text than just text.



The resolution records have a uniform structure from 1576-1796. They are organized 
per session, that starts with a date and an attendance list, followed by a number of 
longer and shorter resolutions. 
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Being a formal, administrative resource, the language used is very formal and 
contains many more or less repeated phrases. There is an index of the resolutions if 
the front or the back of the volume, that was compiled at the time to make them 
accessible for the griffie, the office where the clerks worked. 



The idea is to take the structure of the resolutions as a point of departure originated 
in the realization that we needed a structure to access the resolutions in a consistent 
way and that much work and knowledge had already gone into making them 
accessible by compiling the indexes. Now these contemporary indexes refer to either 
session or volume page. This was not outright translatable to a digital resource, but 
needed an incremental process of structuring. 



We started out with the printed volumes that in their digital form consisted of page 
scans and rather dirty OCR consisting of the recognized text and its coordinates on 
the image. In the meantime, OCR results have much improved, but at the time it was 
all we had, we wanted to get started and we figured that if we could tackle this 
difficult material, we would only do better with better result.



To bring structure into volumes Marijn made a page type recognition algorithm, that 
did reasonably well on a first pass through the OCRed text. The printed volumes 
contain four types of text:



empty pages, title pages, respect pages (containing the principal index terms), index 
pages and resolution pages. The results of the page type recognition were ok 
considering the 



] quality of the ocr, but it still contained too many errors - at 91 percent correct 
recognition means that with 100,000 scans, 9,000 pages are identified wrongly which 
is too much for manual correction especially as it is only the beginning. 



This is where the structure of the corpus provided help. The books contain sections. It 
starts with a title, that is followed by indexes, then resolutions. 



If we have a page that is identified as (for example) a resolutions page in the middle 
of an index section, this is easy to correct.



Proceeding in this way, the page type evaluation was brought up to a much more 
acceptable 99 percent. This establishes the physical structure of the resolutions.



After this, we could then translate the physical  structure of the books to the logical 
structure of the zittingsdagen, lists of attendance and resolutions. If we would miss a 
zittingsdag, this would be obvious from the list of sessions. Because we knew both 
the page range and the date we were looking for, this made it much easier to make 
the algorithm look for a specific date and complete the list.



A step further was in identifying names in the attendance lists. We could find the lists 
themselves reliably as all sessions start with them. We also know they only contain 
delegates, but we do not know their names up front and anyway the ocr contains 
many, many errors. But we do know that all attendance lists start with the president 
whose name is between Preside and Presentibus. The presidents of one session also 
appear as common delegates in other. And the lists often contain some unnamed 
delegated from a province. After detecting these, we could harvest the remaining 
names that were still unmarked. Then we would vote - the most recognized name is 
usually the right name.

We have started similar operations to use the index terms and the references to the 
pages to spot them in the resolutions. Everything is still work in progress and it may 
be that there is an end to what we can accomplish, but so far results have been 
encouraging.



Now this is an illustration in making a digital resource available using its structural 
characteristics. It gives a good foundation for further analysis to answer research 
questions. In Republic we still have a long way to go to that stage, but in the Migrant, 
Mobilities and Connection project we have used similar strategies to conduct 
research.
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[SLIDE 22]
At the core of the Migrant project lies the problem that migrant cultural heritage 
is by its very nature dispersed over many collections in different countries. The 
idea is to digitally connect them so that (1) they together give a fuller picture of 
the migrant experience and (2) they give each other context. For that, we needed 
a collection to connect them. In the case of the Dutch who migrated to Australia 
after the second world war, such a collection was provided by the registration of 
the Dutch migrant authorities who kept a cards of the Dutch emigrants to 
Australia from 1945 to 1992. 



23

The cards were initially made in the Netherlands 
and then travelled with the migrants to 
Australia. There, they were used by the Dutch 
emigration officers housed at the Dutch 
consulates in Australia. The collection contains 
51,525 migration units, corresponding to 
between 150,000 and 180,000 migrants. They 
were followed and assisted by migration 
officers, who made notes on the cards about the 
interactions they had with them. These ranged 
from the inevitable consulate core business like 
passports, to problems with employment, 
housing, debts and all other sorts of social 



misfortune. 
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The idea was to put the migrant cards at the center of a much bigger digital resource. 
They contain at least some information about virtually all Dutch-Australian migrants, 
such as names, birth and migration date and often occupation. This made it possible 
to link all sorts of information about migrants to it. Information from official and 
personal archives and collections and ranging from policy files to personal letters and 
photos. 
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The emigration cards are at the National Archives in The Hague, but there are 
immigration files of these same migrants in the collections of the National Archives in 
Australia. An illustration are the files of the family De Heer, whose son Rolf de Heer is 
now a celebrated film maker in Australia. On the picture he is on the left in the 
middle row. But there are many more collections in public and private archives in 
both the Netherlands and Australia, all with information constituting different facets 
of the migrant experience. 
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In combining the digital artifacts from different collections, multiple facets are 
combined into a new, virtual resource. The different collections give each other 
context and make them transcend their own intrinsic contents as they become part 
of a larger whole. 

Collections that become part of the archives, get detached from both their original 
context and their purpose and content become harder to assess.  This alienation 
increases and is multiplied as original records are digitized, datafied and combined 
with other data. This leaves blind spots for the researcher, that needed to be 
addressed if the collection of cards was to be the core of our virtual collection.
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Large collections like the registration cards cannot be assessed manually and ask for 
digital methods. But the migration cards contain a mix of printed, typed and hand 
written information that often overlaps, is warped and in many different colors and 
sizes, making it hard to use established methods like OCR and HTR. 
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Therefore we adopted a simple measure from computer vision that counts how much 
is written on a card, thus providing a measure of information density.

All cards contain basic information, but extensive information is unevenly distributed. 
It would be tempting to view the emigration cards as the collected life stories of 
migrants because they contain at least partial life stories. On the other hand, the 
consulates of course put their perspective on them as they were the registering 
agency. 

28
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The basic question was therefore which factors determined the distribution of 
information.
1.Demography
2.Changes in the administrative organization
3.Differences in administrative agencies
4.Characteristics of migrant groups

29



1. Demography was the most significant factor. The registering agency in principle 
registered all emigrants and the number of cards closely followed the temporal 
fluctuations in the number of migrants .The age distribution of migrants (with many 
young people) returns in all different features we examined.
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2. The organization of the administration and policy changes were also important 
- There were subsequent migration schemas that subsidized groups of migrants as an 
effect of the Dutch guided migration policies and agreements with the Australian 
government. 
- Sometimes a schema had special provisions, such as the working holiday program in 
the 1960s according to which migrants went to Australia for a period of two years and 
had to save for their return voyage. Therefore, the cards from that schema have a lot 
of information about finances. 
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3. There was an administrative difference between the front and the back of the 
cards. The front was filled out as a template in the Netherlands by the emigration 
services. In Australia the emigration officers filled out the back of the cards on the 
spot and recorded all their transactions with individual migrants. This shows on the 
cards where the structured fronts have an even information distribution while the 
card backs information distribution is much more uneven - some are completely full 
but many with no information.
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4. It is most remarkable that there were not many differences between groups of 

migrants. Neither religion, nor family size or age criteria made groups stand out. The 

only exception was the emigrant provenance in the Netherlands. Migrants from some 

regions (Limburg and Overijssel) had more transactions with the consulates once they 

were in Australia. As we have not yet studied this in detail we could only speculate 

about the causes.

This makes the emigrant registration cards a resource with a lot of information about 

the life stories of many of the Dutch-Australian emigrants. As a collection it is 

predominantly an administrative resource that primarily expressed administrative 

and policy concerns. It does contain many migrant stories but its real story is the 

development of migration policy with its twists and turns. For many researchers this 

would have been a blind spot. 
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In this presentation, I have shown two examples of using structure from a large 
resource to get better access to its contents using digital methods. The idea is that in 
this way we can preserve a lot of the context that is lost if the information is just
harvested from the resources and turned into discrete pieces of information. The 
REPUBLIC case is an example of making a source available for further analysis and
resources, of a source publication. In the Migrant example, I explored the information 
density to get an idea of the overall structure of the corpus. 

This method has proved itself useful in many more of our projects. Parts of the basic 
approach can be reused, but for a part, the structure of a corpus is also more or less
specific, so that a generalized workflow approach is not really feasible, at least, as 
yet. Perhaps if we get more experience there may rise different classes of structured
resources where a more streamlined method will be thinkable.

A final note to be made is that using the approach outlined in this presentation, we 
will get a lot of information with context from a resource, but in general it will also
raise many more (research) questions, that will require additional research. This
firmly pushes the questions back from the computer to the researchers, making the
digital part of research where research questions are leading, as they should be.

34

View publication statsView publication stats

https://www.researchgate.net/publication/340096086

