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a b s t r a c t
Measurement of the determinants of socially undesirable behaviors, such as dishonesty, are complicated and obscured by social desirability biases. To circumvent these biases, we used connectome-based predictive modeling
(CPM) on resting state functional connectivity patterns in combination with a novel task which inconspicuously
measures voluntary cheating to gain access to the neurocognitive determinants of (dis)honesty. Speciﬁcally, we investigated whether task-independent neural patterns within the brain at rest could be used to predict a propensity
for (dis)honest behavior. Our analyses revealed that functional connectivity, especially between brain networks
linked to self-referential thinking (vmPFC, temporal poles, and PCC) and reward processing (caudate nucleus),
reliably correlates, in an independent sample, with participants’ propensity to cheat. Participants who cheated
the most also scored highest on several self-report measures of impulsivity which underscores the generalizability
of our results. Notably, when comparing neural and self-report measures, the neural measures were found to be
more important in predicting cheating propensity.

Significance statement
Dishonesty pervades all aspects of life and causes enormous economic losses. However, because the underlying mechanisms of
socially undesirable behaviors are diﬃcult to measure, the neurocognitive determinants of individual diﬀerences in dishonesty
largely remain unknown. Here, we apply machine-learning methods to stable patterns of neural connectivity to investigate how
dispositions toward (dis)honesty, measured by an innovative behavioral task, are encoded in the brain. We found that stronger
connectivity between brain regions associated with self-referential
thinking and reward are predictive of the propensity to be honest. The high predictive accuracy of our machine-learning models,
combined with the reliable nature of resting-state functional connectivity, which is uncontaminated by the social-desirability biases to which self-report measures are susceptible, provides an excellent avenue for the development of useful neuroimaging-based
biomarkers of socially undesirable behaviors.

1. Introduction
Cheating and dishonesty, manifested in diverse behaviors such as
ﬁnancial fraud, scientiﬁc misconduct and software piracy, are ubiqui-

∗

tous and represents some of the most costly forms of unethical behavior.
However, it is evident that not everybody is dishonest all the time: there
are substantial individual diﬀerences in (dis)honesty, ranging from people who embody integrity and remain honest even when it comes at their
own cost, such as Abraham ‘honest Abe’ Lincoln, to individuals such as
Jordan ‘Wolf of Wallstreet’ Belfort, who greedily engaged in fraudulent
stock market manipulations that led to investor losses of more than 200
million US dollars.
Studies have shown that, when given the opportunity, individuals indeed diﬀer considerably in how frequently they cheat (Gino et al., 2012,
2014; Speer et al., 2020). For example, research in social and personality psychology has found that greedy people ﬁnd a variety of moral
transgressions more acceptable and engage in such unethical behaviors
more frequently than less greedy people do (Seuntjens et al., 2019). Yet,
people do not only care about their own ﬁnancial gains, which is evident
from the existence of prosocial behaviors such as altruism, reciprocity
and honesty. When exposed to an opportunity to cheat, the way we view
ourselves (Aronson 1969; Baumeister 1998; Bem 1972) may motivate us
to refrain from cheating. People highly value integrity and honesty in
others and also have strong convictions of their own moral standards
(Dhar and Wertenbroch, 2012). As a result, individuals are motivated
to uphold their self-concept even if it means forgoing ﬁnancial gains
(Mazar et al., 2008).
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Whereas psychological research has suggested that several personality variables are associated with individual diﬀerences in unethical
behavior and propensity to cheat (Anderman et al., 2009; Tang and
Chen, 2008; Gino et al., 2012; Seuntjens et al., 2019), so far the underlying cognitive operations that determine these individual diﬀerences
in the propensity to cheat have remained elusive, which renders it difﬁcult to predict who will cheat. This may in part be due to the fact
that measurement of the psychological determinants of socially undesirable behaviors, such as dishonesty, obtained by self-report methods,
may suﬀer from social desirability bias. Participants may not want to
admit or reveal that they are dishonest, impulsive or greedy, and consequently try to conceal their undesirable behavioral tendencies. Such
a bias may obscure the psychological and cognitive mechanisms that
determine whether someone will cheat and consequently make it hard
to determine how cheaters may diﬀer from more honest individuals. To
address this issue, neuroimaging techniques such as functional magnetic
resonance imaging (fMRI) can be combined with behavioral paradigms
measuring (dishonesty) to obtain relatively uncontaminated access to
the underlying psychological processes.
Neuroimaging studies exploiting this more direct access to the underlying psychological processes tend to support the notion of two opposing
forces of greed and upholding a moral self-concept that steer us towards
(dis)honesty. In a recent fMRI study (Speer et al., 2020), it was found
that activity in the nucleus accumbens (Nacc), associated with reward
anticipation and greed (Ballard and Knutson, 2009; Knutson et al., 2001;
Abe and Greene, 2014), promotes cheating, particularly for individuals
who tend to cheat a lot, whereas a network consisting of posterior cingulate cortex (PCC), bilateral temporoparietal junctions (TPJ) and medial
prefrontal cortex (MPFC), associated with self-referential thinking processes (Gusnard et al., 2001; Meﬀert et al., 2013; Van Buuren et al.,
2010), promotes honesty, particularly in individuals who are generally
honest. In addition, numerous studies have proposed that cognitive control is needed to resolve this tension between reward and self-concept
(Abe and Greene, 2014; Gino et al., 2011; Greene and Paxton, 2009;
Maréchal et al., 2017; Mead et al., 2009). In accordance with these
ﬁndings, studies by Speer et al. (2020, 2021) revealed that activity in
cognitive control regions, namely the anterior cingulate cortex (ACC)
and the inferior frontal gyrus (IFG; Swick et al., 2008; Carter and Van
Veen, 2007) were recruited to resolve the conﬂict between self-interest
and self-image.
Importantly, however, all these studies have measured neural activity while participants were making cheating decisions which render
these ﬁndings relatively context dependent. The neural activity associated with (dis)honesty may therefore be speciﬁc to the given situation
and may not generalize to other situations in which there is an opportunity to cheat. A promising approach to address this issue and explore
more stable neural markers of (dis)honesty is to identify neural correlates of dishonesty using resting state functional magnetic resonance
imaging (RsfMRI).
Variability in whole brain resting state functional connectivity is substantial across individuals, and research has shown that an individual’s
functional connectome is robust and reliable across sessions and also
can be reproduced using task fMRI data (Cao et al., 2014; Zuo and
Xing, 2014; Finn et al., 2015). For instance, Finn and colleagues found
that it is possible to identify individuals from a large group of subjects
with high accuracy (94–98%) solely based on their connectivity matrix
across resting state (and also task) sessions on separate days. RsfMRI
has previously been employed to successfully link functional connectivity to individual diﬀerences in self-reported personality (Nostro et al.,
2018; Cai et al., 2020) and impulsivity in intertemporal choice (Li et al.,
2013). In the present study we use rsfMRI as it may grant us access to
the neurocognitive determinants of undesirable social behavior (dishonesty).
The current study examined whether the resting functional connectome could predict an individual’s propensity to cheat. In order to do so,
we combined four independent sub-samples to analyze a total of 99 par-

ticipants. Participants completed a resting state scan and a task (at a different time) in which participants could cheat repeatedly, deliberately
and voluntarily without suspicion of the real purpose of the task (the
‘Spot-The-Diﬀerence Task’) The Spot-The-Diﬀerence Task was based on
an original idea by Gai and Puntoni (2021) and was further developed
and adapted for use with neuroimaging by Speer et al. (2020) by creating new stimuli, introducing diﬀerent levels of diﬃculty and reward,
and by including point-and-click trials (see Methods). We employed
connectome-based predictive modeling (CPM) to investigate whether
propensity for (dis)honesty in this task can reliably be predicted from
an individual’s unique pattern of functional connectivity.
CPM has recently been developed to predict individual diﬀerences
in both cognitive abilities and personality traits from patterns of wholebrain functional connectivity (Finn et al., 2015; Rosenberg et al., 2016;
Shen et al., 2017). Importantly, the CPM approach diﬀers from methods
implemented in previous rsfMRI studies as it uses out-of-sample prediction, instead of just establishing correlational relationships between
brain and behavior. Out-of-sample prediction refers to training a statistical model on one data set and testing its predictive performance on
an independent data set. Compared to correlation, this out-of-sample
prediction leads to a more conservative inference of the brain-behavior
relationship, which increases the probability of successful replication
(Shen et al., 2017). More practically, establishing predictive models
with high accuracy is required to convert insights from neuroimaging
to applications in practice (Gabrieli et al., 2015). Since (dis)honesty
is a product of a complex interaction between diﬀerent psychological
processes (e.g., cognitive control, reward, self-referential thinking), it is
reasonable to assume that its neural manifestation is most likely similarly complex and distributed across several networks throughout the
whole brain. In light of previous (task-based) research, we hypothesize that functional connectivity in particular between regions in the
self-referential thinking network, reward network and cognitive control
network will be predictive of a disposition toward (dis)honesty. In this
study we train a CPM model on a training set of two distinct samples
and then evaluate the predictive performance on two independent samples using regions from these three networks (self-referential thinking,
reward and cognitive control). Testing the predictive importance on independent samples provides the most accurate estimate of the generalizability of the models.
To provide a benchmark for out-of-sample prediction of (dis)honesty
we also administered several self-reported personality questionnaires
measuring traits associated with cheating and (dis)honesty, including
impulsivity (Anderman et al., 2009), creativity (Gino et al., 2012), greed
(Seuntjens et al., 2019) and manipulativeness (Tang and Chen, 2008)
amongst others. These self-report measures were also used to evaluate
the convergent validity of the Spot-The-Diﬀerence task.
2. Participants
The reported analyses are based on 99 participants (65 females; 24
nationalities; age 18–43 years, M = 24.3, SD = 4.30) from four separate
studies. The data were collected in three diﬀerent scanners. We included
data from four studies to increase sample size and diversity. Speciﬁcally,
we collected data from two big and two small samples. This was done
to obtain two independent big samples for the training and two independent samples for the test set. Having two independent samples in
the training set increases the generalizability of the models as they are
trained on a more diverse sample from diﬀerent scanners and are less
likely to learn idiosyncratic patterns related to a speciﬁc sample.The big
samples were chosen as training set as they allow for the biggest number of observations to be used for feature selection and training of the
models, which is necessary to ensure generalizability of the model and
improve prediction accuracy (Sima et al., 2005; 2006).
The ﬁrst sample of participants consisted of students (N = 40, 29
females; age 18–35 years, M = 23.8, SD = 3.25) from now on referred
to as Sample 1. The second sample consisted of a general population
2
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sample from a diﬀerent city and neural data was collected in a diﬀerent
scanner (N = 41, 23 females; age 18–43 years, M = 24.8, SD = 5.4). The
third sample were students at a diﬀerent university in a diﬀerent scanner (N = 9, 7 females; age 19–24 years, M = 21.6, SD = 1.42). The fourth
sample was scanned at the same scanner as Sample 1 but consisted of different students (N = 9, 6 females; age 22–30 years, M = 26.9, SD = 2.6).
Samples 1 and 2 will form the training set and samples 3 and 4 form the
test set. Due to the fact that only 91 out of the 99 subjects completed all
questionnaires (see below) all the analyses reported in the Results section focus on these 91 subjects, apart from the robustness checks that
were done on all 99 subjects (see Results section).
We also assessed whether diﬀerences in demographics existed between the samples. Here we focused on the 91 subjects, since these
were the ones that were used in all the analyses reported in the main
text. Testing the diﬀerences in age between the four samples (on the
91 subjects) no signiﬁcant diﬀerences were found (ANOVA, M1 = 23.7,
M2 = 24.9, M3 = 21.9, M4 = 26.8, F = 2.23, p = 0.09). Testing for differences in Gender across the four samples (on 91 subjects) again no
signiﬁcant diﬀerences were found (X2 = 3.91, p = 0.27). When comparing the training set (Samples 1 and 2) to the test set (Samples 3 and 4)
again no signiﬁcant diﬀerences were found for age (t = 0.04, p = 0.97)
and gender (X2 = 0.31, p = 0.58).

between (1) a 100% chance of winning a speciﬁed amount of money,
or (2) a 50% chance of winning 30€ and a 50% of not winning anything. Whereas the gamble remains the same for each question the
amount gained for sure increases at each step. A person’s risk preference could thus be established by identifying the amount of money for
sure at which the person switches from the gamble to the certain payout (example item: “Would you prefer 13€ for sure or 0€ or 30€ with a
50–50% chance”). These impulsivity scales were selected because dishonesty and cheating has been linked to impulsivity as a personality
trait (Anderman et al., 2009).
Second, we measured how an individual’s sensitivity to diﬀerent
moral foundations, namely Care vs. Harm, Fairness vs. Cheating, Loyalty
vs. Betrayal, Authority vs. Subversion, Sanctity vs. Degradation and Liberty vs. Oppression, may inﬂuence cheating by including two such measures: (a) the Moral Foundations Questionnaire (MFQ; Graham et al.,
2011) and (b) the Moral Foundations Vignettes (Cliﬀord et al., 2015).
Third, as greed is assumed to drive cheating behavior
(Seuntjens et al., 2019), the Dispositional Greed Scale was added
(Seuntjens et al., 2015). Fourth, an individual’s creativity was
measured by means of three scales: (a) the Remote Associates Test
(Mednick, 1968), (b) Gough’s Creative Personality Scale (Gough, 1979),
and (c) Hovecar’s Creative Behavior Inventory (Hovecar, 1979), as
it has been found that more creative people tend to cheat more
(Gino et al., 2012). Fifth, the MACH-IV test (Christie and Geis, 1970)
to measure manipulativeness was added as Machiavellianism has also
often been associated with unethical behavior (Tang and Chen, 2008).
Participants were informed that they would receive their payment once
they completed the questionnaires.

3. Experimental procedure
All participants were ﬁrst informed about and checked on the safety
requirements for MRI scanning, and they signed the informed consent
form. They then completed the resting state scan (8 min). The resting
state data was collected while participants were lying in the scanner
looking at a ﬁxation cross and instructed to let their mind wander; they
did not perform any task during this period. All neural data discussed
in this paper is based on the data from this 8 min rest period.
Before the behavioral tasks started, participants were introduced to
the cover story and completed a number of practice trials. Then, the
participants completed two experimental tasks: a simple visual search
task (5 min) followed by the Spot-The-Diﬀerence task which took approximately 40 min. See Task and Stimuli below for details about
these tasks. For Sample 1, participants completed the tasks inside the
MRI scanner, but only the behavioral and resting state data was used
in the present study. The task-based neural data recorded during the
Spot-The-Diﬀerence task (see below) was reported in a previous paper
(Speer et al., 2020). For all other samples the Spot-The-Diﬀerence task
was performed outside the fMRI scanner. After completing the two tasks,
participants ﬁlled out a short questionnaire including questions about
their thoughts on the purpose of the task.
After completion of the experimental session, participants received
an email with a link to a Qualtrics questionnaire including measures
for impulsivity, greed, creativity, manipulativeness and sensitivity to
diﬀerent moral foundations (explained below), which they were allowed
to ﬁll out at home.
First, the test battery included four impulsivity scales: (a) the Brief
Sensation Seeking Scale (BSSS; Hoyle et al., 2002), (b) the BIS/BAS scale
to assess dispositional inhibition and approach behavior (Carver and
White, 1994). The BIS/BAS scale measures behavioral inhibition, which
corresponds to the motivation to avoid aversive outcomes and behavioral activation, which corresponds to the motivation to approach goaloriented outcomes. There are four subscales, namely the BIS, which
measures behavioral inhibition, the BAS Drive, which measures the motivation to follow one’s goal, the BAS Reward Responsiveness, which
measures the sensitivity to pleasant outcomes, and the BAS Fun Seeking scale, which measures the motivation to ﬁnd novel rewards spontaneously, (c) The short version of the UPPS-P Impulsive Behavior scale
(Cyders et al., 2014) and (d) a Risk seeking scale implementing a standard risk preference elicitation method where one can choose between
a certain amount of money and a risky gamble. To quantify risk preference, participants were presented with a sequence of binary choices

4. Task and stimuli
4.1. Spot-The-Diﬀerence task
In the Spot-The-Diﬀerence task, participants were presented with
pairs of images and were instructed that there were always three diﬀerences present between the image pairs. Diﬀerences consisted of objects
that were added to or removed from an image, or objects that diﬀered in
color between images. Participants were instructed that the purpose of
the study was to investigate the underlying neural mechanisms of visual
search for marketing purposes such as searching for a product in an assortment or information on a webpage. In order to increase credibility
of this cover story, a simple visual search task was added at the beginning of the experiment (see Appendix 1). Further, participants were
instructed that the neurocognitive eﬀect of motivation, elicited by monetary reward, on speed and accuracy of visual search would be investigated. Although participants were told that there were three diﬀerences
in all trials, in 25% of the trials there were only two diﬀerences and
in 25% there was only one diﬀerence. Participants were requested to
ﬁnd three diﬀerences between the images. Since reward (see below)
was contingent on participants reporting that they had found all three
diﬀerences, without having to point them out, this design allowed and
encouraged cheating behavior (i.e., reporting having found all three,
even when objectively fewer than three diﬀerences were present in the
images).
All stimuli were standardized in size and were presented on a white
background on a computer screen. The ratio of 50% - 50% (three diﬀerences vs fewer than three diﬀerences) was chosen based on the results of
pilot studies that indicated this ratio to be optimal in reducing suspicion
that the pairs did not always contain three diﬀerences.
Trials were further categorized into normal (50%), hard (25%) and
very hard trials (25%), for which participants could receive 5cts, 20cts,
and 40cts, respectively. All the trials with three diﬀerences (the ﬁller trials) were categorized as normal trials, whereas trials with less than three
diﬀerences (the trials of interest) were randomly categorized as hard or
very hard trials. Consequently, the reward was independent of the number of diﬀerences in the image pair for the trials of interest, which is
3
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Fig. 1. One trial of the Spot-The-Diﬀerences paradigm. Participants viewed a screen indicating the diﬃculty and value of the trial, then the image pair appeared for
six seconds and then participants had to indicate whether they spotted all three diﬀerences.

important in order to be able to disentangle the eﬀects of reward and
cheating magnitude (the actual number of diﬀerences) on cheating behavior. The diﬀerent levels of diﬃculty were added to reduce suspicion
about the real purpose of the task. It was assumed that if trials are labeled as hard or very hard, it would be more credible to the participant
that the image pair actually contained three diﬀerences, but they were
just too hard to spot. In addition, levels of diﬃculty were introduced to
eliminate possible demand eﬀects: we wanted participants to cheat for
monetary reward and not to prevent seeming incompetent, which may
be associated with diﬀerent underlying neural mechanisms and consequently confound the analysis.
To further reduce suspicion about the purpose of the study, approximately 10% of all trials were point-and-click trials. In these trials, participants had to click on the location in the images where they spotted the
diﬀerences. Consequently, cheating was not possible on the point-andclick trials. Participants always knew prior to the start of a trial whether
it was a point-and-click trial, indicated by a screen requesting participants to click on the image. This ensured that participants would not
refrain from cheating on all other trials, while still reducing the suspicion about the real purpose of the study. Participants were told that only
10% of trials were point-and-click trials because it would take too much
time to point out the diﬀerences for every pair. For the point-and-click
trials 12 additional stimuli were used. All of the point-and-click trials
had three diﬀerences. Six of the point-and-click trials were labeled as
normal, three of them were labeled as hard and three were labeled as
very hard. This was done to mirror the ratio of levels of diﬃculty in
the regular trials. For the hard and very hard trials we used stimuli that
during the pilot testing for the stimuli were too hard to be used as regular trials, that is trials with an average completion time (time to ﬁnd
all three diﬀerences) longer than 6 s. In sum, there were 144 regular
trials (of which 72 were cheatable trials) and 12 point-and-click trials.
The maximum amount of money earned if a participant cheated on all
cheatable trials was approximately 35 Euros, whereas if a participant
did not cheat at all, he or she would earn approximately 7.50 Euros. After completion of the full study, participants were debriefed. To be fair
to all participants, they were all paid the maximum amount irrespective
of their actual cheating behavior.
Each trial started with a ﬁxation cross which was presented for a
variable amount of time between 1 and 3 s (see Fig. 1). Subsequently,
the Level of Diﬃculty screen was presented for 2 s, informing the participants about the level of diﬃculty of the upcoming trial. This screen also
displayed how much money could be earned on that trial. As a result,
participants were aware of the potential gains of cheating. Subsequently,
another jittered ﬁxation cross appeared (jittered between 1 and 3 s).
Next, an image pair was presented for 6 s, a length that was determined
by behavioral pilot testing to be suﬃcient for most subjects to ﬁnd all
the diﬀerences (see Appendix 2), and participants engaged in the visual
search (see Appendix 3 for examples of the image pairs). Afterwards, the
participants were asked whether they spotted three diﬀerences (yes/no

response). On this decision phase screen, again the potential reward for
this trial was presented, to make the reward more salient and increase
cheating behavior. After 3 s, the response phase started in which participants’ responses were recorded. In the decision phase and the response
phase the current balance was also shown, which was done to demonstrate to the participants that if they stated that they had found the
three diﬀerences, their current balance increased immediately. It was
assumed that this direct noticeable eﬀect of behavior on the increase of
the current balance would further motivate participants to cheat.
The buttons corresponding to “Yes” and “No” were switched across
trials. Additional analysis conﬁrmed that switching did not induce confounding eﬀects (see Appendix 4). Once the participants responded,
the choice was highlighted by a blue box for 500 ms to indicate that
the response was recorded, and the trial ended. If no response was
made, the trial ended after 3 s. In addition, there were ﬁve practice trials, in which participants could get acquainted with the task. Stimulus
presentation and data acquisition was performed using Presentation®
software (Version 18.0, Neurobehavioral Systems, Inc., Berkeley, CA,
www.neurobs.com).
4.2. Stimuli
Stimuli for the task consisted of 156 Spot-The-Diﬀerence image pairs
that were downloaded from the Internet. Cartoon images of landscapes
containing several objects were selected, to make them engaging and
challenging enough for the participants. Landscapes were chosen as
they generally satisﬁed the necessary criterion of containing several different objects. The stimuli consist of pairs of images that are identical
apart from a certain number (1–3) of diﬀerences that were created using Adobe Photoshop. Diﬀerences consisted of objects added to or removed from the landscape picture or changed colors of objects. Diﬀerences were fully randomized across all pairs of images, which means
that all image pairs could be presented with either one, two or three
diﬀerences. To make sure that participants would be able to ﬁnd the
diﬀerences between the images in a reasonable amount of time, we ran
a pilot study on Amazon’s Mechanical Turk (N = 205) to test the diﬃculty to spot the diﬀerences between the images and to determine the
optimal duration of picture presentation (see Appendix 2).
5. FMRI acquisition
For Sample 1 and 4, the functional magnetic resonance images were
collected using a 3T Siemens Verio MRI system. Functional scans were
acquired by a T2∗ -weighted gradient-echo, echo-planar pulse sequence
in descending interleaved order (3 mm slice thickness, 3 × 3 mm inplane resolution, 64 × 64 voxels per slice, ﬂip angle = 75 °). TE was
30 ms and TR was 2030 ms. A T1-weighted image was acquired for
anatomical reference (1 × 0.5 × 0.5 mm resolution, 192 sagittal slices,
ﬂip angle = 9°, TE = 2.26 ms, TR = 1900 ms).
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For Sample 2, the functional magnetic resonance images were collected using a 3T MRI system (General Electric). Functional scans were
acquired by a T2∗ -weighted gradient-echo, echo-planar pulse sequence
in ascending interleaved order (3 mm slice thickness, 3.5 mm slice gap,
3 × 3 mm in-plane resolution, 64 × 64 voxels per slice, ﬂip angle = 75 °,
TE = 30 ms, TR = 2030 ms). A T1- weighted image was acquired for
anatomical reference (1 × 1 × 1 mm resolution, 160 sagittal slices,
TE = 2.35 ms, TR = 7.21 ms).
For Sample 3, the functional magnetic resonance images were collected using a 3T Phillips Achieva MRI system. Functional scans were acquired by a T2∗ -weighted gradient-echo, echo-planar pulse sequence in
descending interleaved order (3 mm slice thickness, 3 × 3 mm in-plane
resolution, 64 × 64 voxels per slice, ﬂip angle = 76 °). TE was 27 ms and
TR was 2000 ms. A T1-weighted scan was acquired using 3D fast ﬁeld
echo (TR: 82 ms, TE: 38 ms, ﬂip angle: 8 °, FOV: 240 × 188 mm,
in-plane resolution 240 × 188, 220 slices acquired using single-shot ascending slice order and a voxel size of 1 × 1 × 1 mm). For all
studies functional scans were acquired for 8 min.
6. Preprocessing
Fig. 2. The top row depicts the Neuroquery maps for reward, self-referential
thinking and cognitive control, respectively. The middle row shows the regions
derived from the parcellation that showed overlap with the Neuroquery maps.
The bottom row shows the overlap between the top row and middle row regions.

Data were preprocessed using the standard pipeline of the
CONN toolbox (https://www.nitrc.org/projects/conn) in MATLAB. This
pipeline included realignment of the functional data using SPM12’s realign & unwarp procedure (Anderson et al., 2001), where all scans were
coregistered and resampled to a reference image (ﬁrst scan of the ﬁrst
session) using b-spline interpolation. Subsequently, outlier detection
was performed from the observed global BOLD signal and the amount
of subject-motion in the scanner. Acquisitions with framewise displacement above 0.9 mm or global BOLD signal changes above 5 SD were
marked as potential outliers. Framewise displacement was computed at
each timepoint by considering a 140 × 180 × 115 mm bounding box
around the brain and estimating the largest displacement among six
control points placed at the center of this bounding-box faces. Afterwards, both the functional and the anatomical data were normalized
into standard MNI space and segmented into gray matter, white matter,
and CSF tissue classes using SPM12’s uniﬁed segmentation and normalization procedure (Ashburner and Friston, 2005). As a last step, functional data were smoothed using spatial convolution with a Gaussian
kernel of 8 mm full width half maximum (FWHM), in order to increase
BOLD signal-to-noise ratio and reduce the inﬂuence of residual variability in functional and gyral anatomy across subjects.
As a next step, denoising of the functional data was performed
again using the standard pipeline from the CONN toolbox. For
each participant, CONN implemented CompCor, a method for identifying principal components associated with segmented white matter (WM) and cerebrospinal ﬂuid (CSF). In a ﬁrst-level analysis,
aCompCor components (Behzadi et al., 2007) and ﬁrst-order derivatives of motion were entered as confounds and regressed from the
BOLD signal. In addition, preprocessing steps included temporal bandpass ﬁltering (0.008–0.09 Hz), linear detrending, and regression of
outlying functional volumes (> 97th percentile in normative sample; global-signal z-value threshold = 5, subject-motion mm threshold = 0.09) identiﬁed using the artifact removal toolbox (ART) (https://
www.nitrc.org/projects/artifact_detect/).

the method that leads to the highest predictive success in a comparison
of diﬀerent connectome-based prediction pipelines (Dadi et al., 2019).
In addition, we found that 80 components is the optimal number of components for predictive performance. Subsequently, a random walk based
extraction of regions from the brain networks obtained by the dictionary
learning algorithm was used as proposed in Abraham et al. (2014) resulting in 142 regions.
As we were interested in the contribution of the self-referential thinking, reward and cognitive control networks in particular, we then conducted a conjunction analysis between the parcellated regions derived
from the dictionary learning algorithm analysis and meta-analytically
derived maps associated with self-referential thinking, cognitive control
and reward obtained using Neuroquery (Dockes et al., 2020). Neuroquery is a new meta-analytic tool for human brain mapping that was developed by researchers who were also involved in creating Neurosynth
(Yarkoni et al., 2011). The advantage of Neuroquery is that it is focused on producing a brain map that predicts where in the brain a study
on a particular cognitive process is likely to report observations, while
Neurosynth tests the consistency of observations reported in the literature. Prediction, as opposed to statistical testing, is important because
it can be applied out-of-sample and is thus more generalizable. The 17
regions identiﬁed by the conjunction analysis (see Fig. 2) consisted of
two reward regions, namely the left and right caudate nucleus, nine
self-referential thinking regions, namely the posterior cingulate cortex
(PCC), the left and right temporal poles (L & R TP), the left and right
angular gyri (L & R AG), the left and right medial temporal lobes (L &
R MTL), the ventromedial prefrontal cortex (vmPFC), and the medial
prefrontal cortex (MPFC), and 6 cognitive control regions, namely the
anterior cingulate cortex (ACC), the left and right inferior frontal gyri (L
& R IFG), the left and right dorsolateral prefrontal cortex (R & L dlPFC)
and the left insula. To estimate functional connectivity between the resulting 17 regions eﬃciently, we use the Ledoit-Wolf regularized shrinkage estimator (Ledoit and Wolf, 2004; Varoquaux and Craddock, 2013),
which gives a closed form expression for the shrinkage parameter. The
shrinkage parameter constrains or regularizes the coeﬃcient estimates
to avoid overﬁtting and improve the generalizability of the model. For
parametrization of the functional interactions, Pearson’s correlation was
used. The 17 regions identiﬁed by the conjunction analysis were the
only regions that entered the CPM procedure. As a result, the connec-

7. Functional network construction
To deﬁne brain regions of interest, we used dictionary learning (Mensch et al., 2016, Mensch et al., 2018) to extract 80 components from the
denoised resting state data from our training set (Samples 1 and 2). Performing the parcellation on the training set only was done to keep the
test set (Samples 3 and 4) completely independent from the training set.
Dictionary learning is a sparsity-based decomposition method for extracting spatial maps. It extracts maps that are naturally sparse and usually cleaner than ICA (Mensch et al., 2016), and it has been found to be
5
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tivity matrix entering the CPM analysis consisted of 136 edges ((17 ∗ 17
– 17)/2).

procedure allowed us to perform feature selection and train models on
samples that are completely independent of the samples in the test set.
It is important to note that there was no signiﬁcant diﬀerence in cheating propensity between the training set and the test set (t(90) = 0.31,
p = 0.75).
The predictive power of the models was assessed by means of the
statistical signiﬁcance of the Pearson correlation between the predicted
honesty scores and the observed scores. Statistical signiﬁcance of this
correlation is estimated by means of permutation testing where honesty
scores are permuted and the CPM procedure is repeated 1000 times. The
empirical score is then compared against the null distribution to derive
a p-value.
Our analysis approach focuses on maximizing relative performance,
as we are interested in investigating the neural underpinnings of a
propensity to cheat and not exactly how much someone cheats on our
task. How much somebody cheats as compared to their peers, colleagues
or competitors is more important than knowing how much precisely
someone cheats on a given occasion. Stated diﬀerently, to know that
someone is in the highest 10% of cheaters (of their sample) is more
informative than to just know that a person cheated 56 times in our
task. Therefore, functional connections between regions in the training
set were selected based on the Pearson correlation, to maximize relative predictive performance, not absolute predictive performance. Even
though the goal was to predict relative cheating propensity, to test for
robustness, we also assessed predictive accuracy using the absolute measures of predictive performance, namely the mean absolute error (MAE)
and the median squared error (MSE), in addition to the Pearson correlation (see Appendix 5).
To test the contribution of the predictors in the diﬀerent models formally, we used a permutation importance approach (Breiman, 2001)
to explore which predictors contribute most to the out-of-sample prediction accuracy. Speciﬁcally, the estimation for the given model on
the training set (predictors identiﬁed on the training set using LOO-CV)
was repeated and each of the predictors was permuted 100 times in sequence and the average prediction on the independent test set across
the 100 permutations was recorded for each of the predictors. Finally,
the reduction in correlation associated with permuting each coeﬃcient
(as compared to the correlation including the unpermuted prediction) at
each fold was computed. Feature importance was then calculated as the
diﬀerence in correlation between predicted and actual level of honesty
between the baseline model (no permuted predictors) and the permuted
model. Consequently, the higher the diﬀerence, the more important the
predictor was.

8. Connectome-Based predictive modeling
The main analysis utilized CPM to predict participants’ propensity
to cheat from the functional connectivity between the 17 regions mentioned above. CPM is a recently developed tool for identifying functional
brain connections related to a behavioral variable of interest, which are
then used to predict behavior in unseen participants (i.e., participants
whose data were not used in the training of the model; Shen et al., 2017).
CPM was introduced and described in recent neuroimaging literature in
a series of studies reporting its successful implementation in prediction
of cognitive variables such as ﬂuid intelligence, attention control and
creativity (Finn et al., 2015; Rosenberg et al., 2016; Shen et al., 2017;
Beaty et al., 2018). The MATLAB syntax used for CPM is freely available
online (https://www.nitrc.org/projects/bioimagesuite/).
We implemented the CPM procedure in Python since the functional
network construction steps were also performed in Python with use of
the Nilearn package (Abraham et al., 2014b). We extended the standard
procedure, described in detail below. The code for these steps are available in a public repository mentioned in the Data Availability Statement
below. As in the standard CPM approach (Shen et al. 2017), as a ﬁrst
step, the level of honesty which is the reverse of the number of times
a participant cheated on the Spot-The-Diﬀerence task (the cheatcount),
was correlated with each edge (i.e., correlation of mean BOLD signals
between a given pair of brain regions) in the functional connectivity matrix of each participant (see Fig. 3A and B). More succinctly, the functional connectivity between each possible pairing of the 17 regions was
correlated with the level of honesty (−1 ∗ cheatcount). Subsequently, a
threshold was applied to the connectivity matrix to keep only the edges
that were signiﬁcantly positively or negatively correlated with honesty
(see Fig. 3C).
In our extended procedure, we then ﬁt a lasso regression model on
the signiﬁcant edges to estimate the level of honesty, in order to derive beta coeﬃcients for each of the edges (see Fig. 3D). The advantage
of the lasso regression is that it adds a penalty term to the equation
which shrinks less important coeﬃcients in the model to zero and consequently reduces complexity of the model and multicollinearity of predictors (Tibshirani, 1996). This allows us to assess the importance of
the diﬀerent edges in estimating honesty. Lastly, as in the standard approach, the model was applied to unseen participants to test whether the
level of honesty of this participant can be accurately predicted in a leaveone-out cross-validation scheme (LOO–CV; see Fig. 3E). Speciﬁcally, all
steps described, including correlating edges with honesty and feature selection (thresholding) and model estimation, were implemented on n –
1 participants connectivity matrices and cheatcount scores, and then the
ﬁtted model was tested on the left-out participant. Leave-one-out crossvalidation is the default scheme used in previous papers (Shen et al.,
2017; Beaty et al., 2018) and thus renders our results comparable to previous ﬁndings. Because feature selection is performed inside the crossvalidation loop, slightly diﬀerent edges may be selected at each iteration
which result in slight variations in the predictive models.
The CPM approach detailed here was applied only to the two big
samples (Samples 1 and 2). These two big samples were selected as the
training set as they allow for the largest number of subjects to be used
for feature selection and training of the model, which is important to
ensure generalizability of the model and improve prediction accuracy
(Sima et al., 2005; 2006). After executing the CPM procedure on this
training set, we identiﬁed the signiﬁcant predictors of relative honesty
by running one-sample t-tests for each of the connections to test whether
the average beta value across cross-validation folds of a given connection was signiﬁcantly diﬀerent from zero (see Step 1 in Fig. 4). Once the
signiﬁcant connections were identiﬁed we used these predictors to train
the model on the full training set (Step 2 in Fig. 4) and subsequently
tested the model on the test set (Samples 3 and 4; Step 3 in Fig. 4). This

9. Results
9.1. Large individual diﬀerences in cheating
Substantial individual diﬀerences in the total amount of cheating
were observed (Mean = 37%, Median = 28%, SD = 31%; see Fig. 5: some
participants cheated only on one or two trials (11% of participants),
whereas others missed only one or two opportunities to cheat (4%).
We also explored how the actual number of diﬀerences and the nominal level of diﬃculty (Normal, Hard, Very Hard; see Methods) of the
Spot-the-Diﬀerence task inﬂuenced cheating behavior. Given the nested
structure of our data (trials within diﬀerent numbers of diﬀerences and
rewards within participants), we conducted a multilevel analysis for our
behavioral data. The analysis was conducted on the cheatable trials only,
so all trials with three diﬀerences between the images were removed.
The dependent variable was the binary response (cheating vs. honest)
with a logit link (cheating = 1, honest = 0). The number of diﬀerences
and level of diﬃculty served as trial level predictors. The model allowed
for random intercepts and random slopes within participants. Using this
multilevel logistic regression model, we found, as in previous studies
(Speer et al., 2020, 2021), a signiﬁcant eﬀect of the actual level of difﬁculty (number of diﬀerences present, b = 2.19, SE = 0.19, p < 0.001).
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Fig. 3. Adapted CPM procedure: (A, B) As a ﬁrst step, the correlation between each edge in the connectivity matrix and level of honesty is computed. (C) Next, the
correlations are thresholded and only the signiﬁcant edges are retained. (D) We then ﬁt a (lasso) regression model using the selected edges to the level of honesty
on the participants in the training set. (E) As a last step, we use the model to predict the relative honesty of the left-out subject. This ﬁgure was adapted from
Shen et al. (2017).

As in the previous studies, no signiﬁcant eﬀect of nominal levels of difﬁculty was found. In addition, no signiﬁcant interaction eﬀect between
number of diﬀerences and level of diﬃculty were found.

right dorsolateral prefrontal cortex (dlPFC) were found to be important
predictors (see Fig. 6). This suggests that these connections represent
the neural substrate of honesty in the resting brain and can be used to
identify cheaters.

9.2. Predicting (dis)honesty using a resting state functional connectome
9.3. Robustness of the neural model
We subsequently investigated whether the resting state functional
connectome of the selected 17 regions (see Methods – Functional Network Construction) could be used to predict the observed individual diﬀerences in honesty out-of-sample. Using the signiﬁcant predictors identiﬁed in the training set to test predictive accuracy on the
independent test set, we observed a signiﬁcant prediction accuracy
(r = 0.40,pperm < 0.05). The permutation importance analysis revealed
that the functional connectivity between the ventromedial prefrontal
cortex (vmPFC) and the left temporal pole (TP) is particularly important in predicting propensity to cheat in the independent sample. In
addition, connectivity between the PCC and the left TP, the left caudate and the right TP, the left inferior frontal gyrus (IFG) and the PCC,
the medial prefrontal cortex (MPFC) and the vmPFC, the left insula and
the PCC, the right and left caudate and the PCC, the right angular gyrus
(AG) and the vmPFC, the right caudate and the right TP, the left IFG and
the left medial temporal lobe (MTL), and the left angular gyrus and the

To test the robustness of our neural model we also applied the same
analysis procedure (leave-one-out cross-validation on the training set
to identify signiﬁcant predictors and prediction on the test set of independent samples) on all 99 subjects. Using the signiﬁcant predictors
identiﬁed in the training set to test predictive accuracy on the independent test set, we observed a signiﬁcant prediction accuracy (r = 0.65,
pperm < 0.001). This indicates that the model still signiﬁcantly predicts
cheating out of sample when the 8 additional participants are added to
the data.
To test for potential eﬀects of using a diﬀerent composition of participants and samples in the training and test set, we conducted an additional CPM analysis where we randomly selected 75% of participants
from all 4 samples as training set and the remaining 25% of participants
as test set. It is important to note that again there was no signiﬁcant
diﬀerence in cheating propensity between the training set and the test
7
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Seeking subscale of the short version of the UPPS-P Impulsive Behavior scale (r = −0.28, p < 0.05), (c) the BAS Drive subscale (r = −0.31,
p < 0.05) of the BIS/BAS scale, (d) the BAS Fun Seeking subscale of
the BIS/BAS scale (r = −0.21, p < 0.05), and (e) the Risk seeking scale
(r = −0.25, p < 0.05). For all correlations, see Appendix 7. In accordance
with previous literature (Anderman et al., 2009), these ﬁndings suggest
that cheating is associated with greater impulsivity.
Unexpectedly, we also found that more honest participants scored
lower on behavioral inhibition of the BIS/BAS scale than less honest
participants (r = 0.21, p < 0.05). In addition, counter to our expectations, honesty also correlated negatively with how sensitive participants
reported themselves to be to social norms (r == −0.32,p < 0.05), and
to violations of purity (r == −0.25, p < 0.05); the more sensitive to social norms and violations of purity they reported themselves to be, the
more they cheated. Note that the correlations presented above are not
corrected for multiple comparisons, as we merely presented them here
to illustrate that our measure of cheating related to most impulsivity
measures in the expected ways but correlated with sensitivity to social
and purity norms and behavioural inhibition in unexpected ways.
9.5. Predicting (dis)honesty using questionnaires
To more rigorously test whether the personality measures predict
propensity to cheat in our task, we investigated whether the questionnaire data mentioned in the preceding paragraph could be used to predict honesty out-of-sample. Using the signiﬁcant questionnaire predictors (BSSS, BAS Drive, MFQ-Purity, MFV-Sanctity, MFV-Social Norms,
Risk-Seeking, SUPPS-Positive Urgency, SUPPS-Sensation-Seeking) identiﬁed in the training set to test predictive accuracy on the independent
test set (Samples 3 and 4) we observed no statistically signiﬁcant prediction performance (r = 0.14, pperm = 0.3). Suggesting that, while some
personality measures are associated with cheating in our task, this association is not strong enough to allow out-of-sample prediction of cheating based on personality measures alone.

Fig. 4. Procedure to test the predictive power of our models: First, signiﬁcant
connections were identiﬁed using leave-one-out cross validation on the training
set, comprised of Samples 1 and 2. Secondly, a model was trained using these
predictors on the full training set. Lastly, the model was tested on an independent test set, comprised of Samples 3 and 4.

9.6. Comparing predictive importance of the functional connectome to that
of questionnaires

set (t = 0.09, p = 0.92). We again performed the parcellation procedure
only on the training set to keep training set and test set independent.
We then used the lasso regression CPM approach to identify the most
important predictors from the training set as detailed in the method section (see Fig. 3) and then tested this model on the independent test set
(see Fig. 4). The analysis revealed that we are again able to signiﬁcantly
predict honesty from the resting-state functional connectome in the independent sample with similarly high accuracy (r = 0.43, p < 0.05).
These ﬁndings demonstrate that there does not seem to be a signiﬁcant
eﬀect of composition of the training set on the reported eﬀects, highlighting the robustness of our ﬁndings.
To further test the robustness of the models we inverted the relationship between connectome and cheating and found that the most predictive connections have signiﬁcantly higher values for honest people (see
Appendix 6).

Next, we implemented a combined model where both the neural and
questionnaire data were added to the lasso regression model.
After identifying the signiﬁcant predictors using both the neural and
the questionnaire data of the training set, we observed a signiﬁcant
predictive performance on the independent test set (Pearson r = 0.49,
pperm < 0.05; see Fig. 7). Thus, prediction on the independent samples
was only signiﬁcant using the neural data alone (r = 0.40, pperm < 0.05)
or by combining both types of data, suggesting that the neural data is
most important in predicting disposition toward honesty out-of-sample.
Here, the permutation analysis revealed that leaving out connectivity between the vmPFC and the left TP would result in a reduction of
the correlation of over 0.2 compared to the full combined model. This
eﬀect is four times as large as any of the questionnaire predictors and
highlights the importance of this predictor. In addition, connectivity between the right temporal pole and the left caudate, and the connectivity
between the left temporal pole and the PCC, were important predictors
of the propensity to be honest (see Fig. 8). Note that the importance
of connections diﬀers slightly from the results reported above (Fig. 6)
because here questionnaire data was added to the model.
We also tested whether our models could predict individual diﬀerences in the diﬀerent magnitudes of cheating (see Appendix 8) and
found that both big cheating (cheating on trials with only 1 diﬀerence)
and small cheating (cheating on trials with 2 diﬀerences) could be predicted from the neural and the combined model, but not from the questionnaire model (see Appendix 8). In addition, we explored whether the
neural model could predict the questionnaire measures correlated with
cheating and found that only Risk-Seeking could be predicted signiﬁ-

9.4. Cheating correlates with several measures of impulsivity
We tested whether the magnitude of (dis)honesty we measure with
our task correlates with personality characteristics proposed to be associated with dishonesty, to explore the generalizability of the Spot-TheDiﬀerence task. To test this, we correlated the individual diﬀerences
in (dis)honesty with scores from measures of impulsivity, greed, creativity, moral foundations and manipulativeness (see Methods for the
questionnaires). We found that levels of honesty (reverse cheatcount)
negatively correlated with ﬁve measures of impulsivity: (a) The Brief
Sensation Seeking Scale (BSSS; r = −0.23, p < 0.05), (b) the Sensation
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Fig. 5. Individual diﬀerences in proportion of cheating on the Spot-The-Diﬀerence task. N = 91.

cantly (see Appendix 9). These additional analyses collectively substantiated the robustness and generalizability of our models.

and valuation of rewards (Ballard and Knutson, 2009; Knutson et al.,
2001) can be considered an important node in the reward network
(Bartra et al., 2013). Participants with higher levels of activation in the
reward network, in anticipation of rewards, have previously been found
to indeed be more dishonest (Abe and Greene, 2014).
It is interesting to note that the evidence from the current restingstate fMRI study and an earlier task-based study (using the same
task) investigating cheating behavior (Speer et al., 2020), strongly converge. In that task-based study it was found that, while activity in
the nucleus accumbens promoted cheating, a network consisting of
posterior cingulate cortex, temporoparietal junction, and medial prefrontal cortex promoted honesty. This convergence highlights the robustness and replicability of these ﬁndings. In concert with the other
fMRI studies measuring dishonesty and fairness mentioned above, this
emphasizes the importance of the interaction between self-referential
thinking and reward network in determining our propensity for
(dis)honesty.
Notably, previous task-based fMRI studies found that regions related
to cognitive control, such as the ACC, dlPFC and IFG, also play an important role in determining the outcome of (dis)honest decisions (Abe and
Greene, 2014; Speer et al., 2020). Speciﬁcally, cognitive control helped
dishonest participants to be honest, whereas it enabled cheating for honest participants. In the present study we only ﬁnd limited evidence for
the importance of cognitive control in determining the propensity to
cheat. A possible explanation may be that the extent to which our moral

10. Discussion
Employing connectome-based predictive modeling (CPM) in combination with the innovative Spot-The-Diﬀerences task, which allows
for inconspicuously measuring cheating, we identiﬁed a functional connectome that reliably predicts a disposition toward (dis)honesty in an
independent sample. We observed a Pearson correlation between outof-sample predicted and actual cheatcount (r = 0.40) that resides on
the higher side of the typical range of correlations (between r = 0.2 and
r = 0.5) reported in previous studies employing CPM (Shen et al., 2017).
Thus, functional connectivity within the brain at rest predicts whether
someone is more honest or more inclined to cheat in our task.
In light of previous research on moral decisions, the regions we identiﬁed in our resting state analysis can be associated with two networks
frequently found to be involved in moral decision making. First, the
vmPFC, the bilateral temporal poles and the PCC have consistently been
associated with self-referential thinking. For example, it has been found
that functional connectivity between these areas during rest is associated with higher-level metacognitive operations such as self-reﬂection,
introspection and self-awareness (Gusnard et al., 2001; Meﬀert et al.,
2013; Northoﬀ et al., 2006; Vanhaudenhuyse et al., 2011). Secondly, the
caudate nucleus, which has been found to be involved in anticipation
9
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were selected based on a conjunction analysis with meta-analytically
derived maps associated with self-referential thinking, reward, and cognitive control, obtained using Neuroquery (Dockes et al., 2020). Selecting regions based on this conjunction supports our interpretation of the
observed functional networks and reduces the reverse inference problem (Poldrack, 2006). Our ﬁndings thus suggest that, within the brain
at rest, higher connectivity within the self-referential thinking network,
but also between self-referential thinking and reward regions increases
a participant’s propensity to be honest in the absence of a temptation to
cheat. Stated diﬀerently, the inherent reactivity of the identiﬁed connectome plays an important role in biasing a person towards (dis)honesty
even when not confronted with any decision situation.
While we mitigated the problem of reverse inference by using a
conjunction analysis with meta-analytically derived maps for the selfreferential thinking, reward and cognitive control network from Neuroquery, some concerns about reverse inference necessarily remain, also
because the meta-analytically derived maps are largely based on taskbased fMRI data, whereas we used resting-state fMRI data in this study.
Therefore, while our meta-analytical approach helps to provide more
insight into the neural mechanisms that predispose to (dis)honesty, we
cannot completely avoid concerns of reverse inference.
In addition, our analysis indeed reveals that only a subset of the
regions within these networks are predictive of the propensity to be
(dis)honest. This may be due to the fact that these networks support
a relatively generic process that can potentially have many speciﬁc instantiations in diﬀerent contexts. For instance, self-referential thinking
may be engaged in an interview setting when asked about one’s strength
and weaknesses, or during therapy when analyzing emotional reactions
to certain events or when reminiscing about one’s past over a glass of
wine. While self-referential thinking is engaged in all these contexts,
the (neural) speciﬁcs may diﬀer. We speculate that, in the context of
(dis)honesty, only a part of these networks is most predictive because
only particular aspects of self-referential thinking and reward processing
are engaged. However, this is a conjecture at this point; more research
is required.
We also found that several well-established self-report personality
measures of impulsivity correlated signiﬁcantly with dishonesty on our
task. This provides evidence on the convergent validity of the Spot-TheDiﬀerence task as a measure of dishonesty, as impulsivity has frequently
been associated with other forms of cheating such as academic cheating
(Cochran et al., 1998; Anderman et al., 2009), dishonesty more generally (Gino et al., 2011) and unethical behavior (Zimmerman, 2010;
Loeber et al., 2012). While we found that these self-reported measures
of impulsivity were correlated with dishonesty, the predictive power of
these measures was clearly outperformed by the predictive accuracy of
the functional connectome. In addition, we found that the connections
in the neural model did not predict individual diﬀerences in impulsivity
(see Appendix 9), indicating that the functional connectome explains
variance independent of the self-report measures.
The higher predictive importance of neural measures could in part
be due to the fact that self-report measures may suﬀer from social desirability bias, particularly in the context of dishonesty (Grimm, 2010).
For example, participants may not want to admit that they are impulsive or may not even be aware that they are. Social desirability bias
might explain why we unexpectedly observed that participants who report to be more sensitive to social norms and matters of purity also
cheat more. Some participants, particularly the dishonest ones, might
have overstated how much they care about, and base their decisions on,
social norms and moral purity.
The predictive advantage of the neural measures might be attributed
to the fact that they are uncontaminated by the biases mentioned above
and may represent neuro-cognitive processes that govern our behavior
in a way that we often may not be aware of. The functional connectome
at rest, when combined with a reliable and valid measure of behavior,
appears to provide reliable access to diﬀerent behavioral tendencies. Importantly, it permits measuring the neural manifestation of socially inad-

Fig. 6. Higher functional connectivity between the self-referential thinking and
reward network is linked to more honest responses (lower cheatcount) in the
Spot-The-Diﬀerence task. Top: Connectome of the signiﬁcant predictors (identiﬁed on the training set, 12 out of the 136 connections based on 13 out of
the total of 17 regions considered) of honesty (negative predictor of cheatcount; red = positive association with honesty; thicker and redder lines indicate stronger association). Orange nodes represent regions of the self-referential
thinking network, green nodes represent regions belonging to the reward network and blue nodes represent cognitive control regions. Bottom: Permutation
importance for prediction on the test set for each of the signiﬁcant network
predictors of honesty (identiﬁed on the training set).

decisions are governed by our focus on moral self-concept as opposed
to being focused on reward, determines our general and stable moral
default (i.e., propensity to cheat). Cognitive control is only engaged in
speciﬁc situations or contexts when we need to override our moral default to create a subjectively justiﬁable balance between the two opposing forces (reward & self-concept). As a consequence, the restingstate functional connectivity between brain areas related to reward and
self-concept, but not cognitive control, is predictive of the propensity to
cheat, as it represents the moral default.
Relatedly, previous studies have found the ventral striatum, in particular the nucleus accumbens, to be involved in (dis)honesty (Abe and
Greene, 2014; Speer et al., 2020). However, the dorsal striatum, in
particular the caudate nucleus, has also frequently been linked to the
tendency to cheat and deceive (Kireev et al., 2013; 2015; Yin and
Weber, 2019). Similarly, while the MPFC has been frequently associated with self-referential thinking, there is ample evidence that also
the vmPFC is linked to self-referential thinking (Johnson et al., 2002;
Kelley et al., 2002; Schmitz et al., 2004; D’Argembeau et al., 2005). The
reason that diﬀerent regions are identiﬁed across studies may be that
diﬀerent types of (dis)honesty are assessed by diﬀerent experimental
paradigms. A recent review (Gerlach et al., 2019) has found that the
rate of (dis)honesty depends on task characteristics such as reward size,
whether experimental deception was used and whether an identiﬁable
victim was present. Therefore, the brain regions identiﬁed may also differ as a result of heterogeneity in paradigms. It also has to be noted
that the dorsal and ventral striatum, as well as vmPFC and more dorsal MPFC, are tightly connected and consequently may represent very
similar processes.
Further support for our interpretation that the identiﬁed regions indeed belong to the proposed networks, derives from the fact the regions
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Fig. 7. Pearson and Spearman correlations between predicted and actual level of honesty for the questionnaire, neural and combined model. ∗ : signiﬁcant at p < 0.05
established using permutation tests (N = 1000).

Fig. 8. Comparing the contribution of the functional connectome and questionnaires as predictors of honesty on the independent test set. Permutation importance
of connectome and questionnaire items for prediction on independent samples.

missible behavioral tendencies such as dishonesty, which could remain
undetected by self-report measures. Therefore, rsfMRI in combination
with well-designed behavioral tasks inconspicuously eliciting socially
undesirable behaviors, may be a powerful tool to unobtrusively and accurately study the neurocognitive determinants of these inadmissible
behaviors.

Nevertheless, it is worth noting that participants who cheated or
were honest on our task may not act similarly in a diﬀerent context. We
demonstrate that the propensity to cheat on our task can be predicted
by stable and reliable resting-state functional connectivity patterns as
well as well-established personality characteristic related to impulsivity, which may suggest that these individual diﬀerences in (dis)honesty
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indeed reﬂect stable traits. Further research is needed, however, to conﬁrm that these individual diﬀerences in (dis)honesty and its manifestation in the resting connectome extends to other tasks, contexts and
moral domains. Similarly, while several rsfMRI studies suggest that the
resting functional connectome is stable over several years (Chou et al.,
2012; Blautzik et al., 2013; Choe et al., 2015), we cannot rule out that
speciﬁc connections, potentially including connections that aﬀect moral
decisions, may evolve and change over time. Future research could explore the stability of the (dis)honesty network over longer time spans.
As mentioned in the introduction, adopting an out-of-sample prediction approach on independent samples instead of using in-sample correlation, as was done in most previous rsfMRI studies, is a more conservative approach of investigating brain-behavior relationships and therefore increases the likelihood of replication in future studies (Shen et al.,
2017). Combining CPM with regularized regression, we further reduced
the chance of overﬁtting as irrelevant predictors are shrunk to zero,
which additionally improves the robustness of our models. Moreover,
the predictive power of our models remains even after several subjects
(∼10%; the subjects who did not ﬁll out the questionnaires) are added,
further highlighting the robustness of our ﬁndings. In addition, we ruled
out potential confounds induced by the speciﬁc samples used for training and testing by using a diﬀerent composition of participants and
still observing similar predictive accuracy. Finally, the same networks
of brain regions were found to be predictive of the disposition toward
honesty in the current study as in a task-based fMRI study (Speer et al.,
2020) using the same paradigm, which further provides evidence for the
reliability of our resting state results. Nevertheless, our results provide
only a ﬁrst insight into how functional connectivity is related to individual diﬀerences in (dis)honesty and replication with larger samples is
needed to further validate the robustness of these ﬁndings.
In summary, our extended CPM model applied to a large and diverse
sample revealed that stronger connectivity within the brain at rest between brain areas associated with self-referential thinking and rewardprocessing predisposes individuals to behave honestly. We showed that
connectome-based predictive modeling on resting-state data exceeds
self-report measures in robustly predicting propensity to cheat out-ofsample. This approach may prove useful for future studies investigating
the neural manifestation of socially undesirable traits like dishonesty, as
they provide access to the mechanisms underlying behavior that would
likely remain concealed using more traditional methods.
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